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Terms, Conditions and Acceptable Use Policy

We provide Internet World Wide Web page hosting, Marketing, and Development. We have certain legal and
ethical responsibilities consisting with the use of its server and equipment involved in these services.

Our general policy is to act as a provider of internet presence. We have specific ethical concerns regarding the
use of its computers detailed below. We reserves the right to suspend or cancel a customer's access to any or
all services we provided when we decide that the account has been inappropriately used.

Specific Acceptable Use Policies

Server abuse
Any attempt to undermine or cause harm to a server, or customer, of our's is strictly prohibited.

Unauthorized use of other people's accounts or computers
We will strongly react to any use or attempted use of an Internet account or computer without
the owner's authorization. Such attempts include "internet scamming" (tricking other people
into releasing their passwords), password robbery, security hole scanning etc.

Any unauthorized use of accounts or computers by a customer, whether or not the attacked
account or computer belongs to us, will result in action against the attacker. Possible actions
include warnings, account suspension or cancellation, and civil or criminal legal action,
depending on the seriousness of the attack.

Abuse of Unlimited Traffic and/or Unlimited Storage
Our customers are privileged to be offered unlimited traffic and/or unlimited storage for their
web sites. The intention is to provide a large space to serve web documents, not an offsite
storage area for electronic files. All (90%) of your web pages (html) must be 'linked' with files
(.GIF, .JPEG, etc.) stored on our server. Web sites that are found to contain either/or no html
documents, a large number of unlinked files are subject to warning, suspension or cancellation
at the discretion of our management. Any customer who violates our Policies in abusing either
space/site transfer will be notified and given 2 days to remedy the problem. If the problem is
not resolved within the alloted 2 day period, the client will be billed for the overages.

To maintain the integrity of our service the following limitations apply:

Sites with Banners, graphics or cgi scripts running from their domain used on other domains.●   

Sites with picture galleries (This is any site where 50% of the files transferred is graphics)●   

Sites offering download files or archives. (This is any site where 50% or more of there monthly traffic
is from file downloads)

●   

Sites using more than 30% of system resources●   

For those that do not qualify for the unlimited service, traffic will go unmonitored until you
reach 8GB per month. Thereafter, normal data transfer cost of $20.00/1GB/month will be
billed to your account.

We will be the sole arbiter as to what constitutes a violation of this provision

Commercial advertisements with e-mail
Unsolicited commercial advertisements are not allowed in e-mail, and will likely result in
account suspension or cancellation.

Commercial advertisements are unwelcome in most Usenet discussion groups and on most
e-mail mailing lists. Inappropriate posting may result in account suspension or cancellation.
See the newsgroup or mailing list's charter for whether advertising is allowed or not.



"Spamming," or sending a message to many different off-topic newsgroups, is particularly
unethical and will be treated as such.

Sending a message, especially an advertisement, to more than five or six recipients, is by itself
spamming unless the individuals have specifically requested to be added to a mailing list on
that topic. E-mail is a person-to-person medium, not a broadcast medium.

Chat Rooms
We do not allow clients to install their own chat rooms, without approving it with the Support
Team. Most chat rooms tend to be large system hogs and we cannot allow it as an account
option. However, we do provide a choice of Java chat rooms for a small extra charge that will
more than fill your needs and run without hindering the performance of the machine for others.
Note: Parachat chat rooms do not apply to this rule. They are perfectly fine to install.

Background Running Programs
We may allow programs to run continually in the background. These are considered on a
one-to-one basis and an extra charge will be incurred based on system resources used and
operational maintenance needed.

IRC
We currently do not allow IRC or IRC bots to be operated on our servers.

Payment Policies
All accounts are set up on a pre-pay basis. Setup fees are charged for all new accounts and major account
changes and are non-refundable. All pricing is guaranteed for the term of pre-payment. We reserves the right
to change prices at any time, unless other terms have been agreed upon. Any account not brought current
within a week (7 days) of e-mail notice or exceeding this time frame in any way is subject to suspension. The
customer is responsible for all money owed on the account from the time it was established to the time that
the customer notifies usin writing for a request for termination of services. All payment is in U.S. currency.

Cancellation
We reserves the right to cancel service at any time. All fees paid in advance of cancellation will be pro-rated
and paid by us if we institutes it's right of cancellation. Any violation of policies which results in extra costs
will be billed to the customer (i.e. transfer, space etc.)

All of our web hosting plans are backed by a 30 day money back guarantee. If you are not completely
satisfied with our services or support within the first 30 days of your contract, you will be given a full refund
of the contract amount excluding setup fees and overages. Setup fees are refundable only if the account order
is canceled prior to activation. For web hosting contracts of 3 months or less, the full contract amount less any
setup fees and overages will be refunded if we are notified within the first 30 days following activation. No
refund is available after the 30th day. For web hosting contracts longer than three months, a refund equal to
one half of the contract amount less any setup fees and overages will be given if we are notified prior to the
first day of the second half of the contract term. For example, on a twelve month contract wemust receive the
notice of cancellation prior to the first day of the sixth month of the contract. No refunds will be given once
the second half of the contract term has begun. This policy does not apply to any additional services such as
overages, additional disk space, additional pop accounts, etc. Due to security concerns, all account
cancellations must be done in writing via US mail or fax with a valid signature of the primary contact of the
account, account name, reason for cancellation. Phone requests will not constitute acceptance of any
cancellation. If payment was made by check or bank transfer, the zip/postal code of the primary contact.
Payment will be made by company check within 15 days of receipt of cancellation.

Lawful Purpose
We reserves the right to refuse service to anyone. Customers may only use our servers for lawful purpose.
Transmission of any material in violation of any Federal, State or Local regulation is prohibited. This



includes, but is not limited to copyrighted material, material legally judged to be threatening or obscene, and
material protected by trade secrets. We expressly forbids anyone from using servers for the propagation,
distribution, housing, processing, storing, or otherwise handling in any way lewd, obscene, or pornographic
material, or any other material which we deem to be objectionable, including, but not limited to, pornography,
satanic materials, and any and all materials of an adult nature. The designation of any materials as such
described above is left entirely to the discretion of our management.

Indemnification
Customer agrees that it shall defend, indemnify, save and hold us harmless from any and all demands,
liabilities, losses, costs and claims, including reasonable attorney's fees asserted against us, its agents, its
customers, officers and employees, that may arise or result from any service provided or performed or agreed
to be performed or any product sold by customer, it's agents, employees or assigns. Customer agrees to
defend, indemnify and hold us harmless against liabilities arising out of; (1) any injury to person or property
caused by any products sold or otherwise distributed in connection with our servers; (2) any material supplied
by customer infringing or allegedly infringing on the proprietary rights of a third party; (3) copyright
infringement and (4) any defective products sold to customer from our servers.

Disclaimer
We will not be responsible for any damages your business may suffer. We make no warranties of any kind,
expressed or implied for services we provide. We disclaim any warranty or merchantability or fitness for a
particular purpose. The includes loss of data resulting from delays, non-deliveries, wrong delivery, and any
and all service interruptions caused by the hosting company and its employees. We reserves the right to revise
its policies at any time.

All Sub-Networks, resellers and dedicated servers of ours must adhere to the above policies.

Failure to follow any term or condition will be grounds for immediate account deactivation.



The Basics

General Account Information

We offer storage space for web pages with global public access to those pages over the Internet. We also offer
a limited form of program execution known as "cgi-bin." Our computers are Pentium II Dual Pro 400 mhz
machines running Apache 1.2 over Red Hat Linux 4.2. Apache responds to web page fetch requests from
remote browsers while Linux is one of several variants of the Unix operating system. Our servers are
connected to the Internet backbone over 1 DS3 lines to NAP, 1 DS3 line to UUNET, each having a capacity
of 45 Mbps (Million bits per second). We have 7 backup T1 lines to UUNET as well.

Every customer gets his own password protected userid under Linux. By logging in with his userid, the
customer gains access to his web storage space. Every userid "owns" a structure of disk subdirectories in the
Linux file system. The "root" of this structure is the "home" directory, found at path "/home/userid." Note that
this is somewhat similar to the MS-DOS directory structure, except that there is no drive letter and forward
slashes are used instead of backward slashes. The path referred to above, however is in relation to our own
servers. When you FTP to your account using your domain name and userid, you don't need to put in
"home/userid." You will automatically be taken there. Also note that your path might be "/home2/userid"
depending on which of our servers your domain resides on.

Inside the home directory are many files and other directories. The most important one is named "www".
Every customer has his own separate "www" subdirectory. Files placed in the "www" directory are visible to
remote browsers over the Internet, so this is where you want to place all your html documents, graphics,
sounds, files, etc. which you want people to be able to access from the world wide web. For example, when a
browser asks for URL http://yourdomain.com/page.html, Apache looks for the file:
/home/yourdomain.com/www/page.html and sends it out.

The Index Page

The filename of your home page should be index.htm or index.html. The webserver will automatically send
the file at path /home/yourdomain.com/www/index.htm when a browser specifies
http://www.yourdomain.com. When your account is set up, there will be an index.htm page already installed.
This just tells anyone accessing your domain that your site is under construction and will be available soon.
You will replace this file in the www directory with one of your own creation. If you wish to use any of the
cgi features we provide that use Server Side Includes (SSI), you must name your page with the .sht or .shtm
or .shtml extension. You can put an index.htm file in any subdirectory that you wish, and it will be the default
page served when you don't want your visitors to have to type a full page URL reference, for example,
http://www.yourdomain.com/whatever instead of http://www.yourdomain.com/whatever/page.htm, or
http://www.yourdomain.com/whatever.htm.

FTP Access

Now that we know where the files have to be located in order to be visible from the Internet, just how do we
put the files there? There are several ways, depending on your computer system. For the Macintosh, a
program called "Fetch" is used. Microsoft Windows systems use "WS_FTP." Look further in this manual for
detailed instructions on each of these programs.

Telnet Access

A telnet account is just another name for Unix/Linux userid. When you sign up with us, you get a userid and
password. You may ask for more than one such userid. See the Fee Schedule for pricing. Each telnet account
for your domain has its own separate home directory, but shares the same www and FTP directories.

You need a telnet program to access your telnet account. Simply put in yourdomain.com as the host, and
connect to the server. When you are connected, you will be prompted for your userid and password.



Some of the programs available at the shell prompt are:

mail - a primitive email program●   

pine - a more powerful email program●   

ftp - to FTP onto other sites●   

telnet - to telnet to other sites●   

pico - an easy to use text editor●   

pico - another easy to use text editor●   

vi - a not so easy to use (but standard) text editor●   

lynx - a text-based world wide web browser.●   

In general, it's a pretty complete POSIX environment. You access these programs by typing in their names
and then following commands relevant to each program. If you need help with any of the programs, at the
shell prompt, type man and the name of the program to get instructions for that program online. If your
problem is not knowing the name of the program, try apropos subject (i.e. apropos mail). It is
important to remember that Unix is case-sensitive, and that "Index.htm" is not the same as "index.htm."

Note:

If you experience problems with your telnet program when accessing the above programs you will need to
make a entry in your login directories .bash_profile file. Just add the following to the last line export
TERM=vt100. This will allow you to access all shell programs properly.

9+ Character Names

A name of anywhere from 3-16 letters is legal for email accounts, FTP accounts, and telnet accounts. There is
no limitation for file names on the server.

Wusage and Access Logs

To count accesses, there is a directory called wusage in your www directory. To access it, just log on the
Internet and with your web browser, go to:

http://www.yourdomain.com/wusage

You will see a webpage with statistics for your domain for the previous week. If you are a brand new domain,
you won't see any statistics there yet. If you go to the link from that page leading to Weekly Reports, you will
see a much more detailed report, including pie charts, graphs, etc. These reports are automatically generated
for you once each week, and are stored in one place so you can compare weekly statistics easily.

If you would like to see domain names in your stats rather than just IP numbers, put an empy file in your
wusage directory called dns (no extensions). This will act as a switch and reverse authentication will be
activated for the domain.

In your home directory, you will see a file called access-log. You can download this file and open it in any
word processor to see exactly what files were accessed, what domain the visitor came from, the dates and
times of each visit, etc.

Checking Server Space Usage

You can find out how much space is in use by the www files for your domain by using Telnet to log into your
account and then from the Unix prompt, typing the following:

du -s /www/htdocs/yourdomain

This will give you a report back of the number of kilobytes (k) all files in your www directory add up to.



If you have an anonymous FTP area, also check:

du -s ~ftp/yourdomain.com

To check how much space is being used by files in your home directory, type:

du -s $HOME

Adding up the results from all three of these commands will give you the total amount of space you are using,
but a simpler way of checking all three directories is to type:

du * www/* anonftp/* -c

You will then see a space report for each directory (-a to see for each file) and at the end, a total.

Changing Your Password

To change your password, Telnet to your account. After logging in with your username and password, at the
Unix prompt, type: passwd

A script will ask you to type in your old password, then the password you want it changed to will be asked for
twice to verify. This will not work for POP-only accounts. There is no way you can change the password for
those accounts - they must be changed by sending us email and we will take care of it.

Zip/Unzip Files

This Unix program is compatible with the zip program for DOS and Windows. To zip files, first have the files
uploaded to your server, then log into your account with Telnet. Navigate to the directory where the files are
that you want to zip (for instance by typing cd www then cd sounds). Then type: zip myzip file1
file2 file3

This puts the files "file1", "file2", and "file3" into a new zip archive called "myzip.zip". On the other hand, if
you had the archive "myzip.zip" and wanted to get back the files, you would type: unzip myzip

Typing zip or unzip by itself will give you a usage summary, showing nearly all the options available.

Accessing Your Email

We recommend using Eudora as your email client. This is a mail program that runs under MS Windows and
Macintosh OS. Eudora connects to the mail server over the Winsock or Macintosh TCP/IP. Mail may be
composed and read offline, but make sure that Winsock or TCP/IP is running before attempting to send or
receive email. Although your account exists on our server, you won't be able to receive email at
yourname@yourdomain.com until InterNIC has activated you in the domain name servers.

After Eudora has been installed, it must be configured to point to your server. To do this, start Eudora and
select "Settings" from the menu bar. Most of the options are self explanatory. Here are the steps you need to
perform to set up Eudora:

1) Install and start up the Eudora program

2) Select "Settings" from the "Special" menu

3) Select the "Getting Started" tab, then under Real Name, enter your Real Name



4) Under "POP Account" put yourdomain@yourdomain.com

5) Leave Return Address blank unless you want people to send return email to you at a different email
account

6) If you use the Macintosh version, the radio button for TCP/IP connection should be highlighted

7) Click the "Personal Information" tab (also only for the Macintosh version)

8) Under POP account put yourdomain@yourdomain.com again

9) Fill out the "Real Name" and "Return Address" as you did before

10) Under "Dialup User Name" enter yourdomain (do not enter .com or .net here)

11) Click the "Hosts" tab then enter yourdomain@yourdomain.com again under POP Account, and put
yourdomain.com under SMTP Server.

12) Go to the "Checking Mail" tab and make sure "Save Password" is checked.

That's pretty much all the configuration Eudora needs. Many of the configuration areas will be filled in when
you go to them, for instance it will usually fill in the POP account info where ever it needs it after you enter it
the first time. Now, when you select "Check Mail" under the File menu, a window will pop up asking for your
password. Enter in your password then click on the proceed button and Eudora will check to see if you have
email. You can now send a test email message to yourself and then check to see if it gets returned to you. If
you checked "Save Password" as in step 12, Eudora will not prompt you again for your password after the
first time. If multiple users have access to your computer, and you don't want them to have access to your
email account, make sure "Save Password" is unchecked.

Your default email address is yourdomain@yourdomain.com, and that's where all your email will be sent to,
unless other configurations take priority (such as autoresponders and redirects mentioned later).

If you would like additional POP email accounts above what comes with your package, ask us and we'll set it
up for you. Remember there are additional charges for each additional POP account. To check numerous POP
accounts, read the manual or help files that come with Eudora or your email client software for configuration.

The sample assumes a domain name of fred.com

Microsoft internet mail

Full name = fred●   

Email = fred@fred.com●   

Internet Mail server = fred.com●   

Account = fred●   

Pass = xxxxxx●   

Smtp = fred.com●   

From = anything@fred.com●   

Netscape

Your Name = fred●   

Email Address = fred@fred.com●   

Reply to = anything@fred.com●   

Mail Server user name = fred●   

outgoing Smtp = fred.com●   



Incoming = fred.com●   

If you are familiar with the shell (Unix) programs, "pine" and "mail", you can use either of these to check and
send email as well.



FTP

FTP Maintenance (Uploading Your Files to the Server)

The process by which files are transferred to the web server is called "FTP" (File Transfer Protocol). You
have unlimited access via FTP 24 hours a day. As such, you can create and maintain your web pages on your
own computer and upload files to your web site at your leisure.

Online services which offer an Internet gateway, such as AOL, CompuServe, and Prodigy may have a built-in
FTP interface. If you have a PPP Internet account, you need an FTP program.

If you are using FrontPage, you must create your new web on the "localhost" system. This is accomplished by
selecting "create new web," and then entering "localhost" in the line where it asks for the web location. Once
you have completed your web on your computer, you can then select the "publish web" option from the file
menu in FrontPage Explorer. You will be prompted for your IP address and web name and then it will send it
to our servers. Please note that you will be prompted for a user ID and password, and depending on your
system configuration it may be the one that we issued you or it may be the one that you entered when you first
installed FrontPage. If one does not work, then simply try the other. If you have forgotten what that password
was, then you will need to reinstall FrontPage and select a new one.

NOTE: If you are using FrontPage, you should NEVER use regular FTP to upload your files. This will
damage the extensions. Stick with one or the other all the time.

For instructions for the most popular FTP client software for both PC and Macintosh users, see the
instructions to follow.

For PC Users (WS_FTP)

The following information is contained within your account activation notice and is needed to connect you to
your website via FTP:

USERID
PASSWORD
FTP HOSTNAME

Each time you run WS_FTP the Session Profile window will be displayed. A profile contains the information
needed to connect to your website. Creating a profile now will eliminate the need for you to configure the
software each time you wish to connect to the web server via FTP. To create a profile, click the "New" button
and enter a generic profile name at the top of the Session Profile window, such as "My Website." Next, enter
your Host Name/Address (yourdomain.com), User ID (yourdomain), and Password for your website as
illustrated in Figure 1A.



Figure 1A

Next you need to click "OK" to continue. This will connect you to the webserver, where you will connect
directly to the root ("home") directory of your account. WS_FTP will display a split screen where files on the
left-hand side are within your own computer. You will see several folders on the right-hand side such as
www, and infobots which are landmarks suggesting a successful connection to your website, as illustrated in
Figure 1B.

Figure 1B



You need to double click on www to get to your web directory. This is where all your files will be
downloaded, and/or you will create subdirectories. The only system directory that you may need to use is
cgi-bin; this directory is reserved for custom scripts. To make your home page load automatically, name the
HTML document "index.htm" in lowercase and upload it to the www directory of your account. To upload a
file or files, simply highlight the file(s) on the left and click the right arrow button (->) in the center of the
window. Be sure to upload HTML documents and scripts in ASCII mode and images in Binary mode. To
transfer a file to a subdirectory, double-click the appropriate subdirectory to open it before transferring the
desired file(s). To create a new directory, click on the MkDir button when you are inside the www directory
or subdirectory.

As soon as a file is uploaded to the web server, it is available for all to see. If, after uploading a file, you are
still unable to see the updated file via Netscape, try hitting the "Refresh" or "Reload" button. If that fails, you
need to clear both disk and browser cache. This function can be found by selecting Options>Network
Preferences in Netscape. Remember that you must first be connected to the Internet through your local
Internet service provider in order to connect to the web server.

For PC Users (Cute FTP)

This is a brief tutorial showing you how to set up Cute FTP in order to connect to our server.

1. Start the application by double clicking on the program icon. After the program starts, you
will be in the Site Manager window. This is where you set up all of your FTP connections.

2. Create a new connection site by clicking on the Add Site button.

3. You will then be given this window :

4. The Host Address :
Basic Web site customers : Use "cihost.com" as the Host Address as shown.●   

Domain Web site customers : Use your IP Address or your domain name as the Host Address.●   



Note : This will only work when your domain name has been finalized with InterNIC. In the meantime, you
must enter your IP number in the Host Address area.

5. Once you are connected, click on the "www" directory. This is where all of your files are to be placed. You
will now see a list of the files in your current directory.

6. To transfer files to your account, select "Upload" from the "Commands" menu, and choose which files or
folders you wish to upload.

7. To download files from your account to your home computer, choose the file you wish to download, and
select "Download File" from the "Commands" menu.

These are the basics to using Cute FTP. If you need more information, please use the "Help" menu in the
application or read any documentation that came with the program.

For Mac Users (Fetch)

The following information is contained within your account activation notice and is needed to connect to your
web site via FTP:

USERID
PASSWORD
FTP HOSTNAME

The hostname tells your FTP software to connect to the web server upon which your web site resides.

Each time you run Fetch, the New Connection... window will be displayed. A profile contains the information
needed to connect to your web site. Creating a profile now will eliminate the need for you to configure the
software each time you wish to connect to the web server via FTP. To create a new profile, select "New
Connection..." from the File menu. Next, enter the Host (yourdomain.com), User ID (yourdomain), and
password for your web site as illustrated in Figure 2A.

Figure 2A



Don't worry about the Directory option right now. When you have your Host, User ID, and Password entered,
click on the OK button.

The next window which will pop up will look virtually the same as Figure 2B, except that yourdomain will
be in the popup window.

Figure 2B

Bookmarking the Connection

You should take the time, now that you have established your connection, to make it easier for you to get here
next time. Under the Customize menu, select New Shortcut. A window will pop up called Bookmark Editor,
as shown in Figure 2C. It will already have your name, Host, and User ID filled in. Under Type, choose File
from the popup menu. If you would like Fetch to remember your password so you won't have to type it in
each time, type in your password in the Password field. Now, under the same Customize menu, choose
Preferences, and under the General tab, make sure the connection you just entered is selected as the default
shortcut. Next time you open up Fetch, your shortcut will be opened automatically and all you'll have to do is
click the OK button!



Figure 2C

How to Transfer Files

Refer again to Figure 2B. You need to double-click on www to get to your web directory. This is where all
your files will be downloaded, and/or you will create subdirectories. The only system directory that you may
need to use is cgi-bin; this directory is reserved for custom scripts. To make your home page load
automatically, name the HTML document "index.htm" in lowercase and upload it to the www directory of
your account. To upload a file or files, simply drag them from your hard drive onto the Fetch window when
you are in the appropriate directory or subdirectory. Be sure to upload HTML documents and scripts in Text
mode and images in BINARY mode. Or to make life easier, click on the Automatic button as shown in
Figure 2B, and Fetch will decide the proper format. To transfer a file to a subdirectory, double-click the
appropriate subdirectory to open it before transferring the desired file(s).

To insure that the Automatic selection works properly, make sure the selections under the Upload tab in the
Preferences window looks the same as Figure 2D below.



Figure 2D

As soon as a file is uploaded to the web server, it is available for all to see. If, after uploading a file, you are
still unable to see the updated file via Netscape, you need to hit the Reload button in the Netscape button bar.
Remember that you must first be connected to the Internet through your local Internet service provider in
order to connect to the web server.

Anonymous FTP Setup

Your anonymous FTP site is completely different from your website. When people FTP to your domain
anonymously, they will see the following directories:

bin
dev
etc
incoming
lib
pub

"Pub" is where you should put all your anonymously accessible files. "Incoming" is for the anonymous users
to upload files. You are responsible for any "pirated" software uploaded by the anonymous users. The
anonymous FTP sites will be periodically monitored for any abuses. You may ignore the other directories
(bin, dev, etc, and lib).

You may tell your visitors that they can visit your anonymous FTP site by typing "yourdomain.com" as the
hostname, "anonymous" as their username, and their complete email address as the password.

To access the anonymous FTP site via the web, use the following address:
ftp://yourdomain.com/pub/



Your HTML to download a file called mirc511s.exe from a webpage would look like this:
<A HREF="ftp://yourdomain.com/pub/mirc511s.exe">Download Mirc Now</A>

You should tell your visitors that they may need to right-click on the link if they are PC users, or if they use a
Macintosh, they need to hold down the mouse button on the link, then select the appropriate option from the
Pop-up menu.



Advanced Features

Setting up Your Own "404:File Not Found" Error Page

A file already exists in the www directory of your server. It's called missing.html. You can edit it to your
liking, or create your own. As long as it's called missing.html and it's in your root www directory, the server
will display it whenever someone tries to access a page on your domain that does not exist.

Password Protected Web Directory

There is already a password protected web directory called "secure" on your server. You must add usernames
and passwords to it to allow your visitors to access any files you put in the "secure" directory.

Simply goto yourdomain.com/cgi-bin/plusmail to add usernames and passwords to ANY directory you want.
That user and all users you've defined in your .htpasswd file by default will have access to the directory of
your site accessible from a web browser by typing the URL as: http://www.yourdomain.com/secure/

To remove a user from your password file (i.e., to remove the access of that person to your protected
directories), simply edit the .htpasswd file located in your home directory. In this file, you'll see usernames
followed by a colon (:) and a password string. The string is the password you entered in your control panel
encoded in a way to protect the access rights. To remove the privileges of a user, erase the line containing
his/her username. Be sure to keep the file in plain ASCII, and not to change ANYTHING else.



E-Mail

PlusMail

The sophisticated mailing system called PlusMail(tm) is included as part of your service. In addition to being
able to have nearly unlimited infobots by simply adding text files to a directory, you can also redirect mail for
everyone in your domain by simply modifying a text file.

Email Redirects

There is a file in your home (root) directory called .redirect. This file can be edited and reuploaded. Just make
sure that each of your redirects is on its own line, with a space between the name and where you want it
directed to. Don't add empty lines between entries, and make sure the file is saved in text (ASCII) format, and
uploaded in text (not binary) format. When you download it to your hard drive, you will see that it already has
a one-line entry that looks like this:

default yourdomain@yourdomain.com

This line must be left as is, otherwise your POP email accounts could get messed up. But suppose you want
all email for your domain to go to your already existing POP account somewhere else. You would then
change your .redirect file to look like this:

default yourdomain@yourdomain.com
yourdomain existingaddress@somewhereelse.com

If you want to redirect other names in your domain to other people, you could make the file look like this, as
an example:

default yourdomain@yourdomain.com
fred 73452.452@compuserve.com
info goddess@afterlife.com

This would redirect mail for fred@yourdomain.com to 73452.452@compuserve.com, info@yourdomain.com
to goddess@afterlife.com, and all other email in your domain would go to yourdomain@yourdomain.com.

The benefit of PlusMail redirects is that you don't need a separate POP account for each email address you
want to use in your domain. You can put in your webpages, "Send email to help@yourdomain.com" without
the need to create a separate entry in the .redirect file because ALL email goes by default to
yourdomain@yourdomain.com, unless "help" is specified to go somewhere else!

Multiple redirection is possible. For instance if you want email to go to two addresses at the same time, enter
the different emails with no space and a comma to separate them. You can have upto 4 email address to
cc:...they must be listed on the same line though. For example:

help beavis@aol.com,butthead@prodigy.net

Email redirects can be used in conjunction with autoresponders to return an error message to people sending
emails to invalid email addresses on your domain. This autoresponder could send back an error message like
"Oops, you reached an invalid address, please try again." See "Simple Autoresponders" for how to implement
this.



Simple Autoresponders

An autoresponder is a simple way of setting up an email address which will return a message automatically
when someone sends email to it. Here are the instructions for setting this up.

In your root (home) directory, there is a directory called infobots. Set up a welcome message in this directory
-- you can name it anything you like, but for our example we'll call it info. Don't call it info.txt -- just name it
plain info with no file extension. The text for the welcome message could say:

"Thank you for requesting more information about our webpage design package. We have several design
packages to choose from. Here are our prices..."

Now, whenever someone sends email to: info@yourdomain.com they will automatically receive that text
email message to whatever email address they specified as their return-to address. It's as simple as that. Don't
set up a redirect in your .redirect file for this.

You can have as many autoresponders as you want. Just save them all in the infobots directory and give them
each a unique name of anything with between 3-16 characters long.

Listservers / Mail Lists

PlusMail can also be used to create simple listservers. There is a limit of 5,000 subscribers per listserver. Here
are the instructions for setting up a listserver:

1) Set up a welcome message in the infobot directory -- you can name it anything you like, but for our
example we'll call it welcome.

The text file could say:

"Welcome to our listserver. You are now subscribed and any email you wish to publish for all other
subscribers to see can be sent to listserver@yourdomain.com."

This message will be automatically returned to the sender each time someone subscribes.

2) Now you need to set up a configuration file to tell the mail system to build a mailing list. In your infobot
directory create a file called infolist. This is used to tell the system what to do with addresses received from
each infobot response. You can have as many lists as you want. But in keeping with the listserver example
above, we will call it listserver.

Here's what the file should look like:

welcome listserver

The first line should have a space between the two names and be uploaded in text format, not binary.

You can have multiple listservers, such as listserver1, listserver2, etc., but you should only have one
configuration file. It must be called infolist. To handle all three examples, you'd make the infolist file look
like this, with each listserver on its own line, with no blank lines in-between:

welcome listserver
welcome2 listserver2
welcome3 listserver3

2A) Now when someone wants to subscribe to your list in the above example, they would email
welcome@yourdomain.com. This would return the infobot created called "welcome" and put their email



address into the mailing list file in the maillists directory on your server. You can go in and download the
maillist file after it has been created and people have subscribed. The mailing list file will be created AFTER
the first person subscribes, or if you yourself send email to "welcome@yourdomain.com" to test it. Put
yourself on the mailing list to try this. People don't need to subscribe themselves -- you can add their names
for them, or remove them at any time by modifying and uploading the file in the "maillists" directory. People
cannot automatically unsubscribe themselves. You must go in and manually remove their email address from
the list.

3) Now when you or anyone who has subscribed to the list wants to send mail to all subscribers, you or they
can send email to listserver@yourdomain.com and the PlusMail system will send it to the entire list.

4) To password protect the file, add a password to the first line of your maillists file. In order to mail to the
list, this password must be in the first line in the body of the message. Anybody that sends to the list without
the password will have their message sent to the default address in the .redirect file. You can then decide if
you want them to mail to the list and give them the password if you desire.

5) If you want to see who is subscribing to your listserver without having to go and check the maillists file
periodically via FTP, you can put a line in your .redirect file. NOTE: it is important that you have the infobot
installed before entering the address line in the .redirect. For the listserver example we used above, the line
you would add would look like this:

welcome yourdomain@yourdomain.com

The welcome document you created will be sent to the subscriber, AND you will receive their email message.

Note: When sending email to your listserver for the first time, you will get the autoresponder email back right
away, but you may not see the corresponding maillist file right away, as our system takes time to build it.
Wait 15 or 30 minutes or so and it will show up. (Depending on the time of day and current traffic conditions,
our servers may be allocating it to a lower priority.)



CGI

CGI-bin Applications

CGI stands for "Common Gateway Inferface," a fancy name meaning computer programs running on the
webserver that can be invoked from a www page at the browser. The "bin" part alludes to the binary
executables that result from compiled or assembled programs. It is a bit misleading because cgi's can also be
Unix shell scripts or interpreted languages like Perl. CGI scripts need to be saved in ASCII format and
uploaded to your server's cgi-bin in ASCII or text format. This is very important.

We don't provide free support for CGI scripts which we did not install on your server. So if you are not
already familiar with CGI scripting, you may want to read a book on the subject or find places on the Internet
with CGI scripting information. There are many good resources for CGI scripts found on the web. The scripts
at Matt's Script Archive found at http://www.worldwidemart.com/scripts/ are very good. Many of our scripts
come from here. Another excellent resource is The CGI Resource Index found at http://www.cgi-perl.com/ --
if you are not an expert, look for scripts that are very well documented and come with step-by-step
instructions, or contact us for help or installation.

Where to Put CGI-bin Scripts

Put your cgi-bin scripts in the www subdirectory named "cgi-bin". If you have given full POP/FTP/Telnet
accounts to other people, each of them will have their own separate cgi-bin inside the main cgi-bin. When
they login with their username and password, they will only have access to their own cgi-bin.

Paths to Date, Mail, Perl, etc.

Here are your paths to the common server resources that CGI scripts often require:

Sendmail: /usr/sbin/sendmail
Perl5.003: /usr/bin/perl
Perl5.004: /usr/bin/perl5.004
Date: /bin/date
Java: /usr/local/java/bin/java
Python: /usr/bin/python
Domain path: /www/yourdomain
  (puts you in your web directory)
Cgi-bin path: /www/yourdomain/cgi-bin
  (puts you in your cgi-bin)

Look at the window in your FTP or Telnet client to see whether your site resides on /home/ or /home2/.

Setting Permissions

The following is a simple explanation of file permissions in Unix. To list the access permissions of a file or
directory, telnet to your server, then:

cd directoryname

to change the directory until you are either in the directory above the file you are interested in, or above the
directory you are checking.



Type: ls -l filename

and you will see what the current permission settings are for that file, along with a bunch of other stuff.

Examples of using chmod:

 PEOPLE  PERMISSIONS

 u = the file's user (you)  r = read access

 g = the file's group  x = execute access

 o = others  w = write access

 a = the user, the group, and others  

To change permissions for a file named filename.cgi, you need to chmod the file (change mode). For
example, when you type this:

chmod u=rwx,g=rx,o=rx filename.cgi

you've given:
read, execute, and write access to the user (that's you)
read and execute access to the group and
read and execute access to others

Some scripts will tell you to chmod 775 (for example). Doing the above is the same thing as typing chmod
775. You can use either method with our Unix servers. Let me explain:

When using the numeric system, the code for permissions is as follows:

r = 4 w = 2 x = 1 rwx = 7

The first 7 of our chmod775 tells Unix to change the user's permissions to rxw (because r=4 + w=2 + x=1
adds up to 7. The second 7 applies to the group, and the last number 5, refers to others (4+1=5).

When doing an ls -l on the file, telnet always shows the permissions this way:

-rwxr-xr-x

Ignore the first dash, then break up the above into three groups of letters. If there's a dash where a letter
should be, it means that there is no permission for those people.

Remember: the first 3 apply to user, the second 3 apply to group, and the third 3 apply to others.

Some FTP clients support changing permissions in a more graphical way. If you have Fetch for the Mac, you
have an easy way to change permissions. Go to the file you want to change the permissions on, and highlight
it. Under the Remote menu, select Change Permissions. A window will pop up showing the current
permissions for the file you had highlighted, as in Figure 3A below. Click on the boxes to change
permissions as needed.



Figure 3A

WS_FTP accomplishes the same task as above. Just highlight the file you want to check, and right-click on it.
A menu will pop up, then select CHMOD. You will see the window below, as in Figure 3B.

Figure 3B

Appendix

Permission Settings for the scripts provided

 
Normal

Site
Frontpage

Site

BBS

bbb dir chmod
777

chmod
777



bbs/messages chmod
777

chmod
777

bbs/index.sht chmod
666

chmod
666

bbs/data chmod
666

chmod
666

cgi-bin/wwwboard.pl chmod
755

chmod
755

Guestbook

Guestbook Dir
chmod
755

chmod
777

Guestbook/guestbook.cgi
chmod
755

chmod
755

Guestbook/guestbook.setup
chmod
666

chmod
666

Guestbook/guestbook.html
chmod
666

chmod
666

Vistior Links

links dir
chmod
755

chmod
777

links/links.htm
chmod
666

chmod
666

cgi-bin/links.pl
chmod
755

chmod
755

Graphic Counter

counter dir
chmod
775

chmod
777

counter/logs
chmod
777

chmod
777

counter/ all other files
chmod
666

chmod
666

cgi-bin/counter
chmod
755

chmod
755

Cgi-bin always chmod 755 all scripts
chmod 755 in main bin

cgi-bin/counters (text
counter)

chmod
755

chmod
777

Random Text



random dir
chmod
775

chmod
777

random/random.txt
chmod
666

chmod
666

Password Admin.

password dir
chmod
755

chmod
777

All password files
chmod
666

chmod
666

 

Troubleshooting CGI-bin Problems

Below are solutions to some of the more common CGI script problems, in question and answer format.

When I activate my CGI program, I get back a page that says "Internal Server Error. The server
encountered an internal error or misconfiguration and was unable to complete your request."

This is generally caused by a problem within the script. Log in via Telnet and test your script in local mode to
get a better idea of what the problem is. To do this, go into the directory in which your script is located, then
execute the script. To execute the script, you can do it by two ways:

1) Type "perl myscript.pl" (Perl being the language interpreter in this case).

2) Or simply type "myscript.pl" alone, that will work if the first line is well written to indicate the location of
Perl.

The first one is useful to see if there's any error IN your script. The second one is useful to test if your "calling
line" (the first line of the script) is okay, i.e. if you entered the right location of Perl.

I am being told "File Not Found," or "No Such File or Directory."

Upload your Perl or CGI script in ASCII mode, not binary mode.

When I test my Perl script in local mode (by Telnet), I have the following error: "Literal @domain now
requires backslash at myscript.pl line 3, within string. Execution of myscript.pl aborted due to compilation
errors."

This is caused by a misinterpretation by Perl. You see, the "@" sign has a special meaning in Perl; it identifies
an array (a table of elements). Since it cannot find the array named domain, it generates an error. You should
place a backslash (\) before the "@" symbol to tell Perl to see it as a regular symbol, as in an email address.

I am getting the message "POST not implemented."

You are probably using the wrong reference for cgiemail. Use the reference /cgi-bin/cgiemail/mail.txt.
Another possibility is that you are pointing to a cgi-bin script that you have not put in your cgi-bin directory.
In general, this message really means that the web server is not recognizing the cgi-bin script you are calling
as a program. It thinks it is a regular text file.



It's saying I don't have permission to access /

This error message means that you are missing your index.htm file. Note that files that start with a "." are
hidden files. To see them, type ls -al. If you wish to FTP this file in, go to the home/yourdomain
directory.



Pre-Installed CGI-bin Script

Formmail.cgi

The script is one from Matt's Script Archive which we have installed and preconfigured for your domain. FormMail is a generic
www form to e-mail gateway, which will parse the results of any form and send them to the specified user. This script has many
formatting and operational options, most of which can be specified through the form, meaning you don't need any programming
knowledge or multiple scripts for multiple forms. This also makes FormMail the perfect system-wise solution for allowing users
form-based user feedback capabilities without the risks of allowing freedom of CGI access.

There is only one form field that you must have in your form, for FormMail to work correctly. This is the recipient field. Other
hidden configuration fields can also be used to enhance the operation of FormMail on your site. The action of your form needs to
point towards this script (obviously), and the method must be POST in capital letters.

Here's an example of the form fields to put in your form:

<FORM METHOD=POST ACTION="http://yourdomain.com/cgi-bin/formmail.cgi">
<input type=hidden name="recipient" value="whoever@yourdomain.com">
<input type=hidden name="subject" value="Order">
<input type=hidden name="return_link_url" value="http://yourdomain.com/">
<input type=hidden name="return_link_title" value="Back to Main Page">

The following are descriptions and proper syntax for fields you can use with FormMail.

Recipient Field

Description: This form field allows you to specify to whom you wish for your form results to be mailed. Most likely you will
want to configure this option as a hidden form field with a value equal to that of your email address.

Syntax: <input type=hidden name="recipient" value="email@yourdomain.com">

Subject Field

Description: The subject field will allow you to specify the subject that you wish to appear in the email that is sent to you after
this form has been filled out. If you do not have this option turned on, then the script will default to a message subject: "WWW
Form Submission".

Syntax: If you wish to choose what the subject is:

<input type=hidden name="subject" value="Your Subject">

To allow the user to choose a subject:

<input type=text name="subject">

Email Field

Description: This form field will allow the user to specify their return email address. If you want to be able to return e-mail to
your user, I strongly suggest that you include this form field and allow them to fill it in. This will be put into the From: field of the
message you receive. If you want to require an email address with valid syntax, add this field name to the 'required' field.

Syntax: <input type=text name="email">

Realname Field

Description: The realname form field will allow the user to input their real name. This field is useful for identification purposes
and will also be put into the From: line of your message header.

Syntax: <input type=text name="realname">

Redirect Field

Description: If you wish to redirect the user to a different URL, rather than having them see the default response to the fill-out



form, you can use this hidden variable to send them to a pre-made HTML page.

Syntax: To choose the URL they will end up at:

<input type=hidden name="redirect" value="http://yourdomain.com/to/file.html">

To allow them to specify a URL they wish to travel to once the form is filled out:

<input type=text name="redirect">

Required Field

Description: You can require certain fields in your form to be filled in before the user can successfully submit the form. Simply
place all field names that you want to be mandatory into this field, separated by commas. If the required fields are not filled in, the
user will be notified of what they need to fill in, and a link back to the form they just submitted will be provided.

To use a customized error page, see 'missing_fields_redirect'

Syntax: If you want to require that they fill in the email and phone fields in your form, so that you can reach them once you have
received the mail, use the syntax like:

<input type=hidden name="required" value="email,phone">

Env_report Field

Description: Allows you to have Environment variables included in the email message you receive after a user has filled out your
form. Useful if you wish to know what browser they were using, what domain they were coming from or any other attributes
associated with environment variables. The following is a short list of valid environment variables that might be useful:

REMOTE_HOST - Sends the hostname making the request.
REMOTE_ADDR - Sends the IP address of the remote host.
HTTP_USER_AGENT - The browser the client is using.

(Note: In our case, both REMOTE_HOST and REMOTE_ADDR are the same, since our servers don't do the reverse DNS lookup
needed to generate the true REMOTE_HOST string).

Syntax: If you wanted to find all the above variables, you would put the following into your form:

<input type=hidden name="env_report" value="REMOTE_HOST,REMOTE_ADDR,HTTP_USER_AGENT">

Sort Field

Description: This field allows you to choose the order in which you wish for your variables to appear in the email form that
FormMail generates. You can choose to have the field sorted alphabetically or specify a set order in which you want the fields to
appear in your mail message. By leaving this field out, the order will simply default to the order in which the browsers send the
information to the script (which is usually the exact same order as they appeared in the form). When sorting by a set order of
fields, you should include the phrase "order:" as the first part of your value for the sort field, and then follow that with the field
names you want to be listed in the email message, separated by commas.

Syntax: To sort alphabetically:

<input type=hidden name="sort" value="alphabetic">

To sort by a set field order:

<input type=hidden name="sort" value="order:name1,name2,etc...">

Print_config Field

Description: print_config allows you to specify which of the config variables you would like to have printed in your e-mail
message. By default, no config fields are printed to your email. This is because the important form fields, like email, subject, etc.
are included in the header of the message. However some users have asked for this option so they can have these fields printed in
the body of the message. The config fields that you wish to have printed should be in the value attribute of your input tag



separated by commas.

Syntax: If you want to print the email and subject fields in the body of your message, you would place the following form tag:

<input type=hidden name="print config" value="email, subject">

Print_blank_fields Field

Description: print_blank_fields allows you to request that all form fields are printed in the return HTML, regardless of whether or
not they were filled in. FormMail defaults to turning this off, so that unused form fields aren't emailed.

Syntax: <input type=hidden name="print_blank_fields" value="1">

Title Field

Description: This form field allows you to specify the title and header that will appear on the resulting page if you do not specify
a redirect URL.

Syntax: If you wanted a title of 'Feedback Form Results':

<input type=hidden name="title" value="Feedback Form Results">

Return_link_url Field

Description: This field allows you to specify a URL that will appear, as return_link_title, on the following report page. This field
will not be used if you have the redirect field set, but it is useful if you allow the user to receive the report on the following page,
but want to offer them a way to get back to your main page.

Syntax: <input type=hidden name="return_link_url"
value="http://yourdomain.com/index.htm">

Return_link_title

Description: This is the title that will be used to link the user back to the page you specify with return_link_url. The two fields
will be shown on the resulting form page as:

Back to Main Page

Syntax: <input type=hidden name="return_link_title" value="Back to Main Page">

Cgiemail

Cgiemail is another form processing script, totally different than FormMail, discussed above. It is a program written in the C
language that takes the contents of fill-in boxes on a form and emails them to a specified location. In addition to the form
specification in the .html file, a mail specification in a .txt file is required to format the resulting email message.

We provide the cgiemail in the cgi-bin directory of your server. You need to have an action in your order.htm file to call it. It
should look like this:

<form method=post action="http://www.yourdomain.com/cgi-bin/cgiemail/order.txt">

Details are provided below. While there are a number of subsections below this one, they all work together and are meant to be
read from start to finish.

 

order.htm

Look for a file in your www directory called order.htm. This is our example form we put on your site that shows how a form



should be configured to work with Cgiemail. Look at it in a browser, and download it to your hard drive using FTP so you can see
how it works. If you've never dealt with HTML forms before, don't worry, they're easy to create and understand.

The form prompts the user for data which is sent to the server as simple key-value pairs. Each <input> tag specifies a record. The
key is given by the name attribute, and the value is given by the value attribute. The type attribute tells the browser what kind of
data to expect. Now, try looking at the example.

Please note that the hidden items are used to transmit critical info to Cgiemail. They provide the location of the success file, the
name of the person the results should be sent to, and the subject of the form. When making your own forms, you may want to
change the email address in the "required-to" field, and likely the subject in the "subject" field. The first item tells Cgiemail what
to show the user after successfully completing the form. You can, but don't need to customize this.

After that come the items that are actually presented to the user. You'll want to use type=text input items with cgiemail: it's a
simple tool. The size=60 tells the browser how big to make the box. The name=something is required in each input tag, otherwise
the browser wouldn't know how to send the data to the server. The value=" " attribute is correct in most cases, unless you want a
default value in the form.

Note that if a field begins with required-, cgiemail will require that the user enter a value for this field. This is particularly useful
if you want to require a user to submit their email address.

When the user presses the Submit button, the data goes to our machine where cgiemail starts doing something with it. What is
does is controlled by the order.txt file discussed below.

By the way, you can name your HTML form anything you want to.

 

order.txt

Now that we have all this data, what do we do with it? Mail it, of course! But for flexibility, cgiemail requires that you create a
mail.txt file to show it what to send. (If you didn't want flexibility you'd use a mailto link.) The program will read this file,
perform substitutions, and pass it to the mail system.

Make sure that you upload mail.txt in ASCII mode. Failure to upload mail.txt in ASCII mode will generate the message:

"Server Error: The server encountered an internal error or misconfiguration and was unable to complete your request."

There is already an example order.txt document in the forms directory in your www directory.

By the way, there's nothing magical about the name order.txt. Feel free to call it mail1.txt or form1.mail, or whatever suits you, as
long as the form has the correct name for what you uploaded.

Note that the first several lines are mail headers. You probably shouldn't change that part, or the corresponding parts in your form.
In particular, there must be a To: header or the mail won't go anywhere!

What cgiemail does is simply replace every string that looks like [key] with the value the user typed into the field with name=key.
That's all. You can lay out your form as is best for your users, but lay out your mail.txt as is best for you to read. You can even
insert gobs of text to help format the output. Only the [key] parts will be replaced by cgiemail.

Cgiemail does not report environmental variables like FormMail will, but other than that, it is an excellent program, allowing you
more flexibility in the way you want your data returned by the form.

Secure Server Order Forms

Normally, any text (such as your credit card number) sent from your browser to the web server is sent as plain text. This means
that a hacker could potentially intercept (however unlikely) the information sent from your browser and read it. However, by
using the secure server, the information is encrypted before it is sent from your browser. It would be practically impossible for
anyone to decrypt it without knowing the key. Please use the secure server only when necessary, as when requesting sensitive
information from your visitors.



The domains hosted by us are housed on any number of computers and all of them have a different machine name. To find out
what machine name to use for your secure order access calls, check the faq file of your domain at:

http://www.yourdomain.com/faq.html

Each server has its own site-secure.net site, and although you will be putting your form on your own domain, it must be called
through the site-secure.net server in order for the form to be secure.

To do this, create your form as usual and put it somewhere in your www directory. You can put your form anywhere you want to,
but for this example, let's assume the normal URL for your form can be accessed from a browser with this URL:

http://www.yourdomain.com/signup/secureform.html

To call the form through the secure-order server, you need to use the following URL to access your pages via the secure server
(even though your form resides on your own domain space):
https://machinename.site-secure.net/yourdomain/signup/secureform.html.

That would be the URL you would put as an <HREF> to link to your form from whatever page you have your visitors link from.
Don't forget the "s" in "https."

Your cgi-bin dir is: https://machinename.site-secure.net/yourdomain/cgi-bin/

-------------------------------------

Special instructions for using FormMail.cgi with the Secure Server

If you are using formmail.cgi through the secure server, you can still place your form anywhere on your webspace you want to,
but you MUST use the following URL as the ACTION of your form: https://crimson.site-secure.net/cgi-bin/formmail.cgi

Here's an example of how the first parts of your form might look:

<FORM METHOD=POST ACTION="https://crimson.site-secure.net/cgi-bin/formmail.cgi">
<input type=hidden name="recipient" value="whoever@yourdomain.com">
<input type=hidden name="subject" value="Order">
<input type=hidden name="return_link_url" value="http://yourdomain.com/">
<input type=hidden name="return_link_title" value="Back to Main Page">

It is still important that you call your order page through a secure URL in order to work properly. For example:
https://crimson.site-secure.net/yourdomain/order.htm.

Guestbook

Guestbook allows you to set up your own comments page. From there, visitors can add entries to your guestbook and they will be
displayed with the most recent at the top and scrolling down, or vice versa. Other options include the ability to limit HTML in the
entry, link to e-mail address with mailto tag, use a log to log entries, redirect to a different page after signing, emailing whenever
a new entry is added, and much more.

Guestbook is already set up for use on your server. You can simply use the following URL to access it:
http://yourdomain.com/Guestbook/guestbook.html

If you want to change any of the configuration options, locate the guestbook.cgi file in your Guestbook directory (inside your
www directory). Download it to your hard drive in ASCII mode, and save it somewhere safe. Create a copy of the file and give it
the same name, then edit the options as specified below. Keep your backup of the original guestbook.cgi in case you run into
problems.

Option 1: $mail

This option will allow you to be notified via an E-mail address when a new entry arrives in your guestbook. The entry will be
mailed to you as a notification. If you should choose to turn this variable on you will need to fill in the 2 variables that go along
with it:

$recipient - Your email address, so that the mailing program will know who to mail the entry to.



$mailprog - The location of your sendmail program on your host machine.

Option 2: $uselog

This will allow you the ability to use the short log feature. It is already turned on so you will have to change it to 0 if you do not
wish to use it. It has been implemented since there are probably many people who feel no need to have a log when people are
making entries to a file anyway. Keep in mind that it will show errors which is one nice aspect about it.

Option 3: $linkmail

Turning this option on will make the address links in your guestbook become hyperlinked. So instead of simply having
(name@some.host) it will put (<a href="mailto:name@some.host">name@somehost</a> so that anyone can simply click on the
address to email them.

Option 4: $separator

This allows you to choose whether you want guestbook entries to be separated by a Paragraph Separator <p>, or a Horizontal
Rule <hr>. By changing the 0 in the script to a 1, you will turn on the <hr> separator and turn off the <p> separator. The 0 option
will do the reverse of that; turn on the <p> and turn off the <hr>.

Option 5: $redirection

By choosing 1 you will enable auto redirection and 0 will return a page to the user telling them their entry has been received and
click here to get back to the guestbook.

Option 6: $entry_order

Set this option to 0 and the newest entries will be added below the rest of the entries. Keep this option at 1 and the guestbook will
add the newest entries at the top.

Option 7: $remote_mail

Many users of the guestbook have requested that a form letter be automatically sent to the remote user when they fill in the
guestbook. Turning this option on will tell the script to automatically mail any user who leaves an email address. You can specify
the contents of the mail message by editing the section of the script that sends mail to the remote user. By default it sends a
message that says, "Thank you for adding to my guestbook." and then shows them their entry. If you should choose to turn this
variable on, you will need to fill in the 2 variables that go along with it:

$recipient - Your email address so that the mailing program will know who to mail the entry to.

$mailprog - The location of your sendmail program on your host machine.

Option 8: $allow_html

This option allows you to turn on or off the use of HTML tags by users of your guestbook. Setting this variable to 1 allows users
to embed html tags such as <b> or <H1> or <a href=" "></a> into your html document. Setting this variable to 0 will not allow
them to use any html syntax in their comments or any other field. You can still link to their comments or any other field. You can
still link to their email address by turning $link_mail to 1.

There is also the ability for users to add their own URL and then their name is referenced to their URL in the guestbook.html file.
This helps to eliminate the need for allow_html to be turned on, and lets users point you to a spot that will tell you more about
them. Several users of the guestbook script have asked for this option. If you wish to disable the option, simply delete the
following line from your addguest.html file:

URL: <input type=text name=url size=50><br>

These are the rest of the important guestbook files found in your Guestbook directory:

 

guestbook.html



This is the file that you will link to that will contain the Guestbook Entries. You may want to edit the title and heading spaces and
customize the look any way you desire. Do not delete the line <!--begin--> from this guestbook, or else the script will have
no way of knowing where to begin the editing. The <!--begin--> line is the only necessary line in your guestbook.html file,
but the link to the addguest.html file is also a good idea. :-)

 

addguest.html

This is a fill-out form to add a new entry into the guestbook. This is also customizable as long as the action tags and basic field
names in the form remain the same.

 

guestlog.html

This is a short log that lists domains and times that entries were created. Much easier to browse and it will point out those failed
entries when users did not specify a name or comments. You will need to give the file read/write access.

Visitor Links Page

Visitor Link Page allows you to set up a web page which your users can then add links to in specified categories. Newest links are
added to the top of each category. A running total of the number of links present as well as the time when the last link was added
is shown at the top of the page. Your preconfigured Visitor Links page is already set up on your server at
http://www.yourdomain.com/links/links.htm. The only configuration you may want to do is to customize the look of the links.htm
page. Just leave the method and input tags the way they are. If you decide to change the category names, you must do so in the
links.htm document, AS WELL AS the links.pl file in your cgi-bin.

Random Text Generator

This script is preconfigured for your server. There is a directory in your www directory called "random." Inside that directory is a
file called random.txt. Just download this file to your hard drive and edit it with any random text you would like placed in an html
document. Remember to keep the %% separator between quotes. You can use any html formatting tags you want to, including
<href> tags so you can configure it as a random link generator. You can put in as many quotes as you wish. Upload the
random.txt file to your server in the same location you found it, remembering to upload it in ASCII or text mode.

The script uses SSI (Server Side Includes) so the page you want to use random text on must have the .sht, .shtm, or .shtml
extension. On your page, just put this tag wherever you want the random text to appear:

<!--#exec cgi="/cgi-bin/randomtext.cgi"-->

That's all there is to it!

WWW Board

WWW Board is a threaded World Wide Web discussion forum and message board, which allows users to post new messages,
follow-up to existing ones and more. It is already preconfigured for your server. Just go to http://www.yourdomain.com/bbs to
post your messages there.

There are several options you may want to configure. First of all, the index.sht file in the bbs directory can be customized any
way you wish as long as you leave the method and input tags the way they are.

Additionally, here are some options contained in the wwwboard.pl script itself (located in your cgi-bin directory) which you may



want to change, depending on your needs:

$show_faq = 1;

This option allows you to choose whether or not you want to display a link to the FAQ on every individual message page or not.
It defaults to 1 and the link will be put in at the top of the message along with links to Followups, Post Followup and Back to
$title. Setting this to 0 will turn it off, and keeping it at 1 will keep the link. You need to create a faq.html file and put it inside the
bbs directory. The FAQ can contain any information you want to give your visitors about how the board works, your
organization, types of postings that will be allowed, etc.

$allow_html = 1;

This option lets you choose whether or not you want to allow HTML mark-up in your posts. If you do not want to allow it, then
everything that a user submits that has <>'s around it will be cut out of the message. Setting this option to 1 will allow HTML in
the posts and you can turn this option off by setting it to 0.

$quote_text = 1;

By keeping this option set to 1, the previous message will be quoted in the followup text input box. The quoted text will have a ':'
placed in front of it so you can distinguish what had been said in the previous posts from what the current poster is trying to get
across. Setting this option to 0 will leave the followup text box empty for the new poster.

$subject_line = 0;

There are three options for the way that you can display the subject line for the user posting a followup. Leaving this option at 0
which is the default value, will put the previous subject line into the followup form and allow users to edit the subject however
they like. Setting this option to 1, however, will quote the subject, but simply display it to the user, not allowing him or her to edit
the subject line. The third and final option can be achieved by setting the $subject_line variable to 2. If it is set to 2, the subject
will not be quoted and instead the user will be prompted with an empty subject block in their followup subject line.

$use_time = 1;

This option allows you to choose whether or not you want to use the hour:minute:second time with the day/month/year time on
the main page. Day/Month/Year will automatically be placed on the main wwwboard.html page when a new entry is added, but if
you leave this variable at 1, the hour:minute:second time will also be put there. This is very useful for message boards that get a
lot of posts, but if you would like to save space on your main page, you can set this to 0, causing the hour:minute:second display
not to be added.

Search.cgi

Search will look at all your html pages for words you enter, and return all pages on a list with links. This program is completely
configured and ready to run, but for Search.cgi to return a response, it need to be activated. This is easily done by logging in via
telnet and at the prompt after login type the following command:

chmod +r /www/yourdomain

Now you can access search.cgi with the following URL: http://yourdomain.com/cgi-bin/search.cgi.

There is a configuration file called search_define.pl which accompanies search.cgi and sets up the variables for it. You can
customize which files you wish to exclude from searches, and also the cosmetics of the search and results pages.

Single Page Shopping Cart (on qualifying accounts only)

There should be a Single Page Shopping Cart program installed on your server. You can see what it looks like by going to this
URL with your browser:

http://www.yourdomain.com/shop/boutique.html



If you want to customize the shopping cart, (and you will if you want to sell products using this program), you can visit:

http://virtualpublisher.com/

The Virtual Publisher Shopping Cart program is sophisticated and complex. Rather than reprint all their directions here, please go
to their website and download the help files associated with it.

If the Single Page Shopping Cart program wasn't installed on your server and you want it, please send us email and we'll make
sure it's installed right away!

Page Counters

There are 3 different types of page counters you can place on your pages. The first is a no-frills graphical counter which looks like
this:

To use this one, put the following tag somewhere on your page, but change the yourpage.htm to be the address of the actual page
you are putting this counter on. Also, don't break up the tag like we did. We had to do that to fit it on the page. The width=5
part refers to how many digits you want in your counter.

<IMG SRC="/cgi-bin/nph-count?width=5&link=http://yourdomain/yourpage.htm">

-------------------------------

Another page counter you may want to use is the Virtual Publisher Counter (on qualifying accounts only). It is another graphical
counter, but it will give you all kinds of stats such as time and date of visits, and domains that your visitors come from. It looks
like this:

To put this counter on your page, insert the following tag somewhere... please note that the line had to be broken up to fit on this
page, but the line should not be broken on your page.

<img src="http://yourdomain.com/cgi-bin/counter/counter.cgi?
fram=testcount&viz=yes&isinv=yes&setup=/home/www/yourdomain/cgi-bin/counter/setup.txt">

Where you see fram=testcount, put in the name of the page you want to put the counter on instead of the word testcount.
The viz=yes part tells the counter script whether your counter should be invisible or not. If you want the counter to be visible,
leave it as yes. If you want it to be invisible, make it say viz=no.

The isinv=yes part is for whether you want the counter to be inverted or not. The default as below means that it is inverted (as
shown in the graphic above). If you wish for it to be just a black number against a white background, make it say isinv=no.

Another great thing about this one is that you can access the log files for each page you have the counter on, and also reset the
count to any number you wish. To see the instruction page, go to http://yourdomain.com/counter/ with your web browser.

Please be aware that a count file will not be created until a page is accessed for the first time.

-------------------------------

Finally, the simplest kind of page counter is a text-based counter. It uses SSI so the page you are putting it on must have the .sht,
.shtm, or .shtml extension. It will look like whatever text and size attributes you give it on your page. The tag looks like this:

<!--#exec cgi="/cgi-yourdomain/counters/counter.cgi"-->

After you've put the counter on your page, look at it with your browser. If you don't see the counter the first time, hit reload. Then
you should see the number 1. If you want to change the page count, FTP to your site, and look in the counters directory in your
cgi-bin. There will be a file there with the name of whatever page you placed this counter on. Just upload a new text file with a



new number on it, and that will be the new count on the page next time you hit reload. Remember to upload the file in ASCII or
text format.



Addons

Java Chat / Volano Chat

We provide your choice of Basic Java Chat or Volano Chatprograms for use on your domain. Extra charges
apply for use of this feature. See our fee schedule for pricing. Examples of these chat programs can be found on
our site located within the "Site Map" key on the navigational bar above. If you have applied for Chat, look on
your website for a chat directory. It will already be configured for your server. To join the chat, with your
browser, go to:

http://www.yourdomain.com/chat

The page can be customized, but leave all the tags alone that have to do with <APPLET CODE>.
These rooms are capable of upto 50 users at one time.

Real Audio/Real Video/G2

Real Audio or Real Audio/Video is including on some accounts and on all others it's available for an extra
charge. See our fee schedule for details.

Real Audio is a real time audio transmission/player system. A digital audio stream is transmitted from the server
over the Internet to the destination and played immediately, rather than being stored to disk first and then
played.

Each audio clip requires two files: a metafile with extension .ram, and the digital audio clip itself, with extension
.ra.

The .ram file holds one or more lines of ASCII text, each of which references the .ra file to be played when the
.ram file is accessed by the browser.

Entries in .ram files have the form:

pnm://machine.propagation.net/your-user-name/name-of-clip.ra

"machine.propagation.net" - replace "machine" with the actual name of the server you are on.

Place your .ram and .ra files in the realaudio subdirectory under your web directory. Remember that .ram files
must be uploaded in ASCII mode while .ra files must be uploaded in BINARY mode. You may then access
these files via a web browser at:

http://www.yourdomain.com/realaudio/file.ram

Miva - HTML Script

Miva makes building dynamic, data driven web pages as easy as HTML. You can quickly develop interactive
web pages that are 100% browser independent. Miva runs on the web server, interprets the Miva tags and
outputs pure HTML to the browser. You can also use Miva to output Javascript and other browser languages,
and use the built-in database to easily manipulate and publish data.

Full documentation and usage support for HTML Script can be found at http://miva.com/. Miva offers a variety
of features and you should visit their site for more information.

http://miva.com/


We are running version 3.22 of HTML Script. The following is what you will need to know for use on your
domain.

The script being called is "miva", which is in your cgi-bin. The active pages (pages with .hts or .mv) need to be
placed in your root www directory, not in subdirectories. A sample URL call for this would be as follows:

http://yourdomain.com/cgi-bin/miva?yourpage.mv

HTMLSCRIPT has a variety of pre configured products that require path information
we have preconfigured miva to automatically look into the www directory for data files, so the following would
be used if the data files are in the main directory

EXAMPLE.

<export file="file.dat">

To call Htmlscript thru the secure server use the following:

https://machine.site-secure.net/cgi-bin/smiva?yourdomain/yourpage.mv

Machine should be replaced with the name of the system your on, i.e. bob, vermillion, crimson, etc.

More On The Miva Engine.
The Miva Engine makes building dynamic web sites as easy as writing HTML. Quickly develop server
and browser independent dynamic sites using the XML standard. Dynamic sites that integrate
scripting, database, and commerce can be developed and tested on a Microsoft workstation and
deployed on Microsoft or Unix servers.
SUPPORTED STANDARDS
  HTML   SGML   XML   HTTP
  POP3   SMTP   ISAPI   CGI
  NSAPI   UNIX   WINDOWS   JAVA
  ODBC   xBASE   APACHE   JAVASCRIPT

Miva runs as a pre-processor on the web server, interprets the Miva tags and outputs standard HTML,
XML, Javascript, and other user interface code to the browser. Use the built-in database and ODBC
interfaces to easily manipulate and publish data. Anyone that knows HTML can use Miva.

Miva (Htmlscript 3.0) tags are XML compliant and include:
<MvEVALUATE>, <MvIF>, <MvELSE>, <MvWHILE>, <MvEXPORT>, <MvIMPORT>,
<MvCOMMERCE>, <MvLET>, <MvASSIGN>, <MvCALL>, <MvHIDE>, <MvEXIT>,
<MvCOMMENT>, <MvFUNCTION>, <MvMAIL>, <MvOPEN>, <MvCLOSE>, <MvFIND>,
<MvSKIP>, <MvGO>, <MvADD>, <MvUPDATE>, <MvDELETE>, <MvUNDELETE>,
<MvMAKEINDEX>, <MvSETINDEX>, <MvREINDEX>, <MvPACK>, <MvPRIMARY>, <MIVA>...

Miva Merchant

Miva Merchant is a multipage fully web administered shopping system (You must purchase a
license to use it though. These can be bought through us for $495.00, this price does include free
installation)

Miva Merchant basic setup instructions
We will place the proper files after you purchase a license on your domain, this is generally done within 12
hours of purchase.



To start using Miva Merchant follow the steps below using your browser

Goto http://your-domain.com/cgi-bin/miva?Merchant/setup.mv●   

Fill in the information, you will need a valid lic to proceed●   

After filling in the basic info, you will be asked to verify paths.

URL to Miva Merchant:

http://your-domain/cgi-bin/miva?Merchant/merchant.mv+■   

❍   

Secure URL to Miva Merchant:

https://machine.site-secure.net/cgi-bin/smiva?userid/Merchant/merchant.mv+■   

❍   

Secure URL to Miva Merchant Administration:

https://machine.site-secure.net/cgi-bin/smiva?userid/Merchant/admin.mv+■   

❍   

Base URL for Graphics:

http://www.yourdomain.com/Merchant/■   

❍   

Secure Base URL for Graphics:

https://machine.site-secure.net/userid/Merchant/■   

❍   

●   

Note: in the secure calls above, machine must be replaced with the name of the system your located on

Using http://yourdomain.com/cgi-bin/miva?Merchant/admin.mv+ URL click on the arrow next to Modules, then
on Module Paths and change to the following:

Secure Root for Modules:

/userid/Merchant/

Miva Merchant 2.0

Miva Merchant 2.0 is the upgrade to the award winning Merchant version 1.25. The upgrades can be bought
through us for $90.00, this price does include free installation)

Miva Merchant 2.0 basic setup instructions
We will place the proper files after you purchase a license on your domain, this is generally done within 12
hours of purchase.

To start using Miva Merchant 2.0 follow the steps below using your browser

Goto http://your-domain.com/cgi-bin/miva?Merchant2/setup.mv●   

Fill in the information, you will need a valid license number to proceed●   

After filling in the basic information, you will be asked to verify paths.

URL to Miva Merchant:

http://your-domain/cgi-bin/miva?Merchant2/merchant.mv+■   

❍   

Secure URL to Miva Merchant:

https://machine.site-secure.net/cgi-bin/smiva?userid/Merchant/merchant.mv+■   

❍   

Secure URL to Miva Merchant Administration:

https://machine.site-secure.net/cgi-bin/smiva?userid/Merchant2/admin.mv+■   

❍   

Base URL for Graphics:❍   

●   



http://www.yourdomain.com/Merchant2/■   

Secure Base URL for Graphics:

https://machine.site-secure.net/userid/Merchant2/■   

❍   

Note: in the secure calls above, machine must be replaced with the name of the system your located on

Using http://yourdomain.com/cgi-bin/miva?Merchant/admin.mv+ URL click on the arrow next to Modules, then
on Module Paths and change to the following:

Secure Root for Modules:

/userid/Merchant/

Miva Order

Miva Order is a single page fully web administered shopping system (You must purchase a license to use it.

Miva Order basic setup instructions
We will place the proper files after you purchase a license on your domain, this is generally done within 12
hours of purchase.

To start using Miva Order follow the steps below using your browser

Goto http://your-domain.com/cgi-bin/miva?Order/setup.mv●   

Fill in the information, you will need a valid license number to proceed●   

After filling in the basic information, you will be asked to verify paths.

URL to Miva Order:

http://your-domain/cgi-bin/miva?Order/order.mv+■   

❍   

Secure URL to Miva Order:

https://machine.site-secure.net/cgi-bin/smiva?userid/Order/order.mv+■   

❍   

Secure URL to Miva Order Administration:

https://machine.site-secure.net/cgi-bin/smiva?userid/Order/admin.mv+■   

❍   

Base URL for Graphics:

http://www.yourdomain.com/Order/■   

❍   

Secure Base URL for Graphics:

https://machine.site-secure.net/userid/Order/■   

❍   

●   

Note: in the secure calls above, machine must be replaced with the name of the system your located on

Using http://yourdomain.com/cgi-bin/miva?Order/admin.mv+ URL click on the arrow next to Modules, then on
Module Paths and change to the following:

Secure Root for Modules:

/userid/Order/



Majordomo

Please contact sales for the pricing for majordomo lists if this is not included as one of the features of your
account. If you wish to to have it activated, email us and tell us the name you would like for your domain's
majordomo listserver. Make sure it has a different name than the name of your domain. For instance if your
domain was fredhappy.com, you might want to ask for fredhappydomo.

Once we have set up your Majordomo listserver, you can get help by sending email to
majordomo@yourdomain.com. On the first line of your email, just type the word HELP. You will be sent a
general help file. If you want more detailed instructions on using Majordomo, you can email:

For full instructions domo@site-secure.net

Another great resource for Majordomo information is:

http://www.greatcircle.com/majordomo/majordomo.manual.txt

Microsoft Front Page Extensions

Publishing a Web
After you have built your html documents and are ready to upload them to our server:
1. Open the web you've created on your PC using FP Explorer.
2. Choose File > Publish
3. If your "Destination Web Server" doesn't appear in the Publish window (it won't the first time you publish to
our server)
CHOOSE "More Webs" and type the location of the web to publish to. Hit return.
IMPORTANT: Use www.yourdomain.com as the Destination Web Server to publish to our server.
Leave the "Destination Web Name" BLANK.
4. You will be asked for your USERNAME and PASSWORD. This is your domain's
USERNAME and your FrontPage PASSWORD (which may be dfferent than your regular telnet/ftp/POP
password). If you're not sure what it is or if you aren't allowed past this point, you'll need to contact us for a new
FP password.
5. You can watch the progression of the upload by looking at the bottom left corner of FP
Explorer.

Opening an Existing Web

1. Open FP Explorer and choose File > Open Front Page Web.
2. You can now choose to open a previously created web on your PC or your web on our server.
3. Highlight the appropriate web or type in the web address (www.yourdomain.com) and click OK.
4. Enter your USERNAME and FP PASSWORD if required.
5. Make modifications and recalculate links if needed.  (See FP help docs for info on when it's    
neccessary to recalculate links.

●   

Troubleshooting Common Problems with FP98

Getting error - "Root Web Busy"
FTP or telnet to your site and remove the "service.lck" file in /www/_vti_pvt.  This usually happens when an FP
session is interrupted before completion.

Server timing out when publishing large sites.
This difficulty arises when the uploading link times out in the process of copying the web to our server.  The
only suggestion Microsoft has offered so far is to break the main web into a group of sub webs on your PC, then

mailto:domo@site-secure.net
http://www.greatcircle.com/majordomo/majordomo.manual.txt


upload these individually.  If this problem persists for you, please contact support.

Getting Error - "Front Page Extensions not Installed"
We often see this error being reported even when the extensions have been installed.  If you get this error, please
contact support and we'll make sure the extensions are installed and repair them if necessary.
NOTE:  The extensions are easily corrupted.  Please use only FP Explorer to update your web site on the server,
not FTP.

I published but my web's not there!
This will happen when the "Destination Web Name" is filled in when publishing to our server.
This box should be left blank.  If you put any other name in this box it will create a subdirectory off of your root
web and copy all of your files into it.  Your site will exist under a subdirectory instead of at the top level /www
where it should be.

My counter, bbs, guestbook, etc. isn't working.
These problems are generally due to incorrect permissions on either the directory, file(s) or cgi script(s) that are
associated with them.  Please don't change the permissions of your files or directories unless you have a specific
reason for doing so and you know what effect it will have on your site.

My forms won't work through the Secure Server.
The call to a cgi script using the Secure Server must not be within a webbot.  Use a normal cgi call in your html
script for Secure Server calls.

My search bot doesn't return any results.
The /www directory must be world readable AND you need to recalculate links BEFORE publishing (or after
editing directly on the server).  If it still doesn't work:  FTP to
the server and go to the /www/_vti_txt/default.wti directory.   Delete any files that begin with "ALL.".  Don't
delete any other files.  Then using Windows Explorer, do the same thing on your PC.  Recalculate links, test
locally with your browser and publish.

FP starts the Web Publishing Wizard when I try to publish.
Cancel the operation and contact support to have the FP extensions installed/repaired.

Why is my page renamed on the server when I publish?
The "Default Document" of your web is automatically renamed by the server to what is required by the
configuration of the server.  For example, if you've named the main page "index.html", it may be renamed
"default.html".  Just check the links to your main page to make sure they refer to it the same way.

NOTE: If you are using FrontPage, you should NEVER use regular FTP to upload your files. This will damage
the extensions. Stick with one or the other all the time.

Additional Users on your Domain

If you have asked for additional POP/FTP/Telnet accesses on your domain, the users of these additional
accounts can access the server via FTP, Telnet, and Email with the following parameters:

Hostname: yourdomain.com

Username: their unique username

Password: their unique password

POP Account: their unique username@yourdomain.com

SMTP Server: yourdomain.com



When they login via FTP or Telnet, they will be taken to their directory, where they will see their own www
directory



Mini SQL 2.0 (Beta) Language Specifications

Introduction

The mSQL language offers a significant subset of the features provided by ANSI SQL. It
allows a program or user to store, manipulate and retrieve data in table structures. It does not
support some relational capabilities such as views and nested queries. Although it does not
support all the relational operations defined in the ANSI specification, it does provide the
capability of "joins" between multiple tables.

The definitions and examples below depict mSQL key words in upper case, but no such
restriction is placed on the actual queries.

The Create Clause

The create clause as supported by mSQL 2 can be used to create tables, indices, and sequences.
It cannot be used to create other definitions such as views. The three valid constructs of the
create clause are shown below:

CREATE TABLE table_name (

col_name col_type [ not null ]

[ , col_name col_type [ not null ] ]**

)

CREATE [ UNIQUE ] INDEX index_name ON table_name (

field_name

[ , field_name ] **

)

CREATE SEQUENCE ON table_name [ STEP step_val ] [ VALUE initial_val ]

An example of the creation of a table is show below:

CREATE TABLE emp_details (

first_name char(15) not null,

last_name char(15) not null,

comment text(50),

dept char(20),

emp_id int

)

The available types are:-

●   

char (len) String of characters (or other 8 bit data)



text (len) Variable length string of chracters (or other 8 bit data) The defined length is
used to indicate the expected average length of the data. Any data longer
than the specified length will be split between the data table and external
overflow buffers.

Note : text fields are slower to access than char fields and cannot be
used in an index nor in LIKE tests.

●   

int Signed integer values

real Decimal or Scientific Notation real values

The table structure shown in the example would benefit greatly from the creation of some
indices. It is assumed that the emp_id field would be a unique value that is used to identify an
employee. Such a field would normally be defined as the primary key. mSQL 2.0 has removed
support for the primary key construct within the table creation syntax although the same result
can be achieved with an index. Similarly, a common query may be to access an employee
based on the combination of the first and last names. A compound index (i.e. constructed from
more than 1 field) would improve performance. We could construct these indices using :

CREATE UNIQUE INDEX idx1 ON emp_details (emp_id)
CREATE INDEX idx2 ON emp_details (first_name, last_name)

These indices will be used automatically whenever a query is sent to the
database engine that uses those fields in its WHERE clause. The user is not
required to specify any special values in the query to ensure the indices are used
to increase performance.

Sequences provide a mechanism via which a sequence value can be maintained
by the mSQL server. This allows for atomic operations (such as getting the next
sequence value) and removes the concerns associated with performing these
operations in client applications. A sequence is associated with a table and a
table may contain at most one sequence.

Once a sequence has been created it can be accessed by SELECTing the _seq
system variable from the table in which the sequence is defined. For example

CREATE SEQUENCE ON test STEP 1 VALUE 5
SELECT _seq FROM test

The above CREATE operation would define a sequence on the table called test
that had an initial value of 5 and would be incremented each time it is accessed
(i.e. have a step of 1). The SELECT statement above would return the value 5.
If the SELECT was issued again, a value of 6 would be returned. Each time the
_seq field is selected from test the current value is returned to the caller and the
sequence value itself is incremented.

Using the STEP and VALUE options a sequence can be created that starts at
any specified number and is incremented or decremented by any specified
value. The value of a sequence would decrease by 5 each time it was accessed if
it was defined with a step of -5.



The Drop Clause

The Drop clause is used to remove a definition from the database. It is most commonly used to
remove a table from a database but can also be used for removing several other constructs. In
2.0 it can be used to remove the definition of an index, a sequence, or a table. It should be
noted that dropping a table or an index removes the data associated with that object as well as
the definition.

The syntax of the drop clause as well as examples of its use are given below.

DROP TABLE table_name
DROP INDEX index_name FROM table_name
DROP SEQUENCE FROM table_name

for example

DROP TABLE emp_details
DROP INDEX idx1 FROM emp_details
DROP SEQUENCE FROM emp_details

The Insert Clause

Unlike ANSI SQL, you cannot nest a select within an insert (i.e. you cannot insert the data
returned by a select). If you do not specify the field names they will be used in the order they
were defined - you must specify a value for every field if you do this.

INSERT INTO table_name [ ( column [ , column ]** ) ]

VALUES (value [, value]** )

●   

for example

INSERT INTO emp_details

(first_name, last_name, dept, salary)

VALUES (`David', `Hughes', `Development','12345')

INSERT INTO emp_details

VALUES (`David', `Hughes', `Development','12345')

●   

The number of values supplied must match the number of columns.

The Select Clause

The SELECT offered by mSQL lacks some of the features provided by the standard SQL
specification. Development of mSQL 2 is continuing and some of this missing functionality
will be made available in the next beta release. At this point in time, mSQL's select does not
provide

Nested selects●   

Implicit functions (e.g. count(), avg() )●   

It does however support:

Joins - including table aliases●   



DISTINCT row selection●   

ORDER BY clauses●   

Regular expression matching●   

Column to Column comparisons in WHERE clauses●   

Complex conditions●   

The formal definition of the syntax for mSQL's select clause is

SELECT [table.]column [ , [table.]column ]**

FROM table [ = alias] [ , table [ = alias] ]**

[ WHERE [table.] column OPERATOR VALUE

[ AND | OR [table.]column OPERATOR VALUE]** ]

[ ORDER BY [table.]column [DESC] [, [table.]column [DESC] ]

OPERATOR can be <,> , =, <=, =, <>, LIKE, RLIKE or CLIKE
VALUE can be a literal value or a column name

Where clauses may contain '(' ')' to nest conditions e.g. "where (age <20 or age>30) and
sex = 'male'" .

A simple select may be

SELECT first_name, last_name FROM emp_details

WHERE dept = `finance'

To sort the returned data in ascending order by last_name and descending order by first_name the
query would look like this

SELECT first_name, last_name FROM emp_details

WHERE dept = `finance'

ORDER BY last_name, first_name DESC

And to remove any duplicate rows from the result of the select, the DISTINCT operator could be used:

SELECT DISTINCT first_name, last_name FROM emp_details

WHERE dept = `finance'

ORDER BY last_name, first_name DESC

mSQL provides three regular expression operators for use in where comparisons. The standard SQL
syntax provides a very simplistic regular expression capability that does not provide the power nor the
flexibility UNIX programmers or users will be accustomed to. mSQL supports the "standard" SQL
regular expression syntax, via the LIKE operator, but also provide further functionality if it is
required. The available regular expression operators are:

●   

LIKE - the standard SQL regular expression operator.●   

CLIKE - a standard LIKE operator that ignores case.●   

RLIKE - a complete UNIX regular expression operator.●   

Note : CLIKE and RLIKE are not standard SQL and may not be available in other
implementations of the language if you decide to port your application. They are however very
convenient and powerful features of mSQL.

The regular expression syntax supported by the LIKE and CLIKE operators is that of standard
SQL and is outlined below



`_' matches any single character

`%' matches 0 or more characters of any value

`\' escapes special characters (e.g. `\%' matches % and `\\' matches \ )

  all other characters match themselves

As an example of the LIKE operator, it is possible to search for anyone in the finance
department who's last name consists of any letter followed by `ughes', such as Hughes. The
query to perform this operation could look like

SELECT first_name, last_name FROM emp_details

WHERE dept = `finance' and last_name like `_ughes'

The RLIKE operator provides access to the power of the UNIX standard regular
expression syntax. The UNIX regular expression syntax provides far greater
functionality than SQL's LIKE syntax. The UNIX regex syntax does not use the '_' or
'%' characters in the way SQL's regex does (as outlined above). The syntax available in
the RLIKE operator is

●   

'.' matches any single character

'^' When used as the first charactr in a regex, the caret character forces the match to
start at the first character of the string

'$' When used as the last charactr in a regex, the dollar sign forces the match to end at
the last character of the string

'[ ]' By enclosing a group of single characters withing square brackets, the regex will
match a single character from the group of characters. If the ']' character is one of the
characters you wish to match you may specifiy it as the first character in the group
without closing the group (e.g. '[]abc]' would match any single character that was
either ']', 'a', 'b', or 'c'). Ranges of characters can be specified within the group using
the 'first-last' syntax (e.g. '[a-z0-9]' would match any lower case letter or a digit). If
the first charactr of the group is the '^' character the regex will match any single
character that is not contained within the group.

'*' If any regex element is followed by a '*' it will match zero or more instances of the
regular expression.

The power of a relational query language starts to become apparent when you join tables
together during a select operation. Lets say you had two tables defined, one containing staff
details and another listing the projects being worked on by each staff member, and each staff
member has been assigned an employee number that is unique to that person. You could
generate a sorted list of who was working on what project with a query like:

SELECT emp_details.first_name, emp_details.last_name, project_details.project

FROM emp_details, project_details

WHERE emp_details.emp_id = project_details.emp_id

ORDER BY emp_details.last_name, emp_details.first_name

mSQL places no restriction on the number of tables "joined" during a query so if there
were 15 tables all containing information related to an employee ID in some manner,
data from each of those tables could be extracted, by a single query. One key point to
note regarding joins is that you must qualify all column names with a table name.
mSQL does not support the concept of uniquely named columns spanning multiple
tables so you are forced to qualify every column name as soon as you access more than
one table in a single select.

●   



mSQL also supports table aliases so that you can perform a join of a table onto itself.
This may appear to be an unusual thing to do but it is a very powerful feature if there
are rows within a single table relate to each other in some way. An example of such a
table could be a list of people including the names of their parents. In such a table there
would be multiple rows with a parent/child relationship. Using a table alias you could
find out any grandparents contained in the table using something like

SELECT t1.parent, t2.child from parent_data=t1, parent_data=t2

where t1.child = t2.parent

❍   

The table aliases t1 and t2 both point to the same table (parent_data in this case) and
are treated as two different tables that just happen to contain exactly the same data.

The Delete Clause

The SQL DELETE construct is used to remove one or more entries from a database table. The
selection of rows to be removed from the table is based on the same where construct as used by
the SELECT clause. The syntax for mSQL's delete clause is

DELETE FROM table_name

WHERE column OPERATOR value

[ AND | OR column OPERATOR value ]**

OPERATOR can be <,>, =, <=, =, <>, LIKE, RLIKE, or CLIKE

for example

DELETE FROM emp_details WHERE emp_id = 12345

●   

The Update Clause

The SQL update clause is used to modify data that is already in the database. The operation is
carried out on one or more rows as specified by the where construct. The value of any number
of fields on the rows matching the where construct can be updated. mSQL places a limitation
on the operation of the update clause in that it cannot use a column name as an update value
(i.e. you cannot set the value of one field to the current value of another field). Only literal
values may by used as an update value. The syntax supported by mSQL is

UPDATE table_name SET column=value [ , column=value ]**

WHERE column OPERATOR value

[ AND | OR column OPERATOR value ]**

OPERATOR can be <,> , =, <=, =, <>, LIKE, RLIKE or CLIKE

for example

UPDATE emp_details SET salary=30000 WHERE emp_id = 1234

●   

Mini SQL 2.0 (Beta) System Variables



Introduction

Mini SQL 2.0 includes internal support for system variables (often known as pseudo fields or
pseudo columns). These variables can be accessed in the same way that normal table fields are
accessed although the information is provided by the database engine itself rather than being
loaded from a database table. System variables are used to provide access to server maintained
information or meta data relating to the databases.

System variables may be identified by a leading underscore in the variables name. Such an
identifier is not valid in mSQL for table or field names. Examples of the supported system
variables and uses for those variables are provided below.

Available System Variables

The mSQL 2 engine currently supports the following system variables:

_rowid

The _rowid system variable provides a unique row identifier for any row in a table. The
value contained in this variable is the internal record number used by the mSQL engine
to access the table row. It may be included in any query to uniquely identify a row in a
table. An example of such queries could be :

select _rowid, first_name, last_name from emp_details

where last_name = 'Smith'

update emp_details set title = 'IT Manager'

where _rowid = 57

The candidate row module is capable of utilising _rowid values to increase the
performance of the database. In the second example query above, only 1 row
(the row with the internal record ID of 57) would be accessed. This is in
contrast to a sequential search through the database looking for that value which
may result in only 1 row being modified but every row being accessed. Using
the _rowid value to constrain a search is the fastest access method available in
mSQL 2.0. As with all internal access decisions, the decision to base the table
access on the _rowid value is automatic and requires no action by the
programmer or user other than including the _rowid variable in the where
clause of the query.

❍   

_timestamp

The _timestamp system variable contains the time at which a row was last modified.
The value, although specified in the standard UNIX time format (i.e. seconds since the
epoch), is not intended for interpretation by application software. The value is intended
to be used as a point of reference via which an application may determine if a particular
row has was modified before or after another table row. The application should not try
to determine an actual time from this value as the internal representation used may
change in a future release of mSQL.

●   



The primary use for the _timestamp system variable will be internal to the mSQL
engine. Using this information, the engine may determine if a row has been modified
after a specified point in time (the start of a transaction for example). It may also use
this value to synchronise a remote database for database replication. Although neither
of these functions is currently available, the presence of a row timestamp is the first
step in the implementation.

Example queries may be:

select first_name, _timestamp from emp_details

where first_name like '%fred%'

order by _timestamp

select * from emp_details

where _timestamp 88880123

❍   

_seq

The _seq system variable is used to access the current sequence value of the table from
which it is being selected. The current sequence value is returned and the sequence is
update to the next value in the sequence (see the CREATE section of the Language
Specification section from more information on sequences).

An example query using _seq could be

select _seq from staff❍   

_sysdate

The server can provide a central standard for the current time and date. If selected from
any table, the _sysdate system variable will return the current time and date on the
server machine using the standard UNIX time format (e.g. seconds since the epoch).

An example query using _sysdate could be

select _sysdate from staff❍   

_user

By selecting the _user system variable from any table, the server will return the
username of the user who submitted the query.

An example query using _user could be

select _user from staff❍   

Mini SQL 2.0 (Beta) C Programming API

Introduction

Included in the distribution is the mSQL API library, libmsql.a. The API allows
any C program to communicate with the database engine. The API functions are
accessed by including the msql.h header file into your program and by linking
against the mSQL library (using -lmsql as an argument to your C compiler).



The library and header file will be installed by default into /usr/local/
Hughes/lib and /usr/local/Hughes/include respectively.

Like the mSQL engine, the API supports debugging via the MSQL_DEBUG
environment variable. Three debugging modules are currently supported by the
API: query, api, and malloc. Enabling "query" debugging will cause the API to
print the contents of queries as they are sent to the server. The "api" debug
modules causes internal information, such as connection details, to be printed.
Details about the memory used by the API library can be obtained via the
"malloc" debug module. Information such as the location and size of malloced
blocks and the addresses passed to free() will be generated. Multiple debug
modules can be enabled by setting MSQL_DEBUG to a colon separated list of
module names. For example setenv MSQL_DEBUG api:query

Query Related Functions

msqlConnect()

int msqlConnect ( host )

char * host ;

msqlConnect() forms an interconnection with the mSQL engine. It takes as its
only argument the name or IP address of the host running the mSQL server. If
NULL is specified as the host argument, a connection is made to a server
running on the localhost using the UNIX domain socket /dev/msqld. If an error
occurs, a value of -1 is returned and the external variable msqlErrMsg will
contain an appropriate text message. This variable is defined in "msql.h".

If the connection is made to the server, an integer identifier is returned to the
calling function. This values is used as a handle for all other calls to the mSQL
API. The value returned is in fact the socket descriptor for the connection. By
calling msqlConnect() more than once and assigning the returned values to
separate variables, connections to multiple database servers can be maintained
simultaneously.

In previous versions of mSQL, the MSQL_HOST environment variable could
be used to specify a target machine if the host parameter was NULL. This is no
longer the case.

❍   

 

msqlSelectDB()

int msqlSelectDB ( sock , dbName )

int sock ;

char * dbName ;

Prior to submitting any queries, a database must be selected. msqlSelectDB()
instructs the engine which database is to be accessed. msqlSelectDB() is called
with the socket descriptor returned by msqlConnect() and the name of the
desired database. A return value of -1 indicates an error with msqlErrMsg set to

❍   

●   



a text string representing the error. msqlSelectDB() may be called multiple
times during a program's execution. Each time it is called, the server will use
the specified data- base for future accesses. By calling msqlSelectDB() multiple
times, a program can switch between different databases during its execution.

 

msqlQuery()

int msqlQuery ( sock , query )

int sock ;

char * query ;

Queries are sent to the engine over the connection associated with sock as plain
text strings using msqlQuery(). As with previous releases of mSQL, a returned
value of -1 indicates an error and msqlErrMsg will be updated to contain a valid
error message. If the query generates output from the engine, such as a
SELECT statement, the data is buffered in the API waiting for the application to
retrieve it. If the application submits another query before it retrieves the data
using msqlStoreResult(), the buffer will be overwritten by any data generated
by the new query.

In previous versions of mSQL, the return value of msqlQuery() was either -1
(indicating an error) or 0 (indicating success). mSQL 2 adds to these semantics
by providing more information back to the client application via the return
code. If the return code is greater than 0, not only does it imply success, it also
indicates the number of rows "touched" by the query (i.e. the number of rows
returned by a SELECT, the number of rows modified by an update, or the
number of rows removed by a delete).

❍   

 

msqlStoreResult()

m_result * msqlStoreResult ( )

Data returned by a SELECT query must be stored before another query is
submitted or it will be removed from the internal API buffers. Data is stored
using the msqlStoreResult() function which returns a result handle to the calling
routines. The result handle is a pointer to a m_result structure and is passed to
other API routines when access to the data is required. Once the result handle is
allocated, other queries may be submitted. A program may have many result
handles active simultaneously.

❍   

msqlFreeResult()

void msqlFreeResult ( result )

m_result * result ;

When a program no longer requires the data associated with a particular query
result, the data must be freed using msqlFreeResult(). The result handle
associated with the data, as returned by msqlStoreResult() is passed to

❍   



msqlFreeResult() to identify the data set to be freed.

 

msqlFetchRow()

m_row msqlFetchRow ( result )

m_result * result ;

The individual database rows returned by a select are accessed via the
msqlFetchRow() function. The data is returned in a variable of type m_row
which contains a char pointer for each field in the row. For example, if a select
statement selected 3 fields from each row returned, the value of the 3 fields
would be assigned to elements [0], [1], and [2] of the variable returned by
msqlFetchRow(). A value of NULL is returned when the end of the data has
been reached. See the example at the end of this sections for further details.
Note, a NULL value is represented as a NULL pointer in the row.

❍   

msqlDataSeek()

void msqlDataSeek ( result , pos )

m_result * result ;

int pos ;

The m_result structure contains a client side "cursor" that holds information
about the next row of data to be returned to the calling program.
msqlDataSeek() can be used to move the position of the data cursor. If it is
called with a position of 0, the next call to msqlFetchRow() will return the first
row of data returned by the server. The value of pos can be anywhere from 0
(the first row) and the number of rows in the table. If a seek is made past the
end of the table, the next call to msqlFetchRow() will return a NULL.

❍   

 

msqlNumRows()

int msqlNumRows ( result )

m_result * result ;

The number of rows returned by a query can be found by calling
msqlNumRows() and passing it the result handle returned by msqlStoreResult().
The number of rows of data sent as a result of the query is returned as an integer
value.

If a select query didn't match any data, msqlNumRows() will indicate that the
result table has 0 rows (note: earlier versions of mSQL returned a NULL result
handle if no data was found. This has been simplified and made more intuitive
by returning a result handle with 0 rows of result data)

❍   



 

msqlFetchField()

m_field * msqlFetchField ( result )

m_result * result ;

Along with the actual data rows, the server returns information about the data
fields selected. This information is made available to the calling program via
the msqlFetchField() function. Like msqlFetchRow(), this function returns one
element of information at a time and returns NULL when no further information
is available. The data is returned in a m_field structure which contains the
following information:

❍   

typedef struct {
      char * name ; /* name of field */
  char * table ; /* name of table */
  int type ; /* data type of field */
  int length , /* length in bytes of field

*/
  int flags ; /* attribute flags */
} m_field;

Possible values for the type field are defined in msql.h as

INT_TYPE, CHAR_TYPE and REAL_TYPE. The individual
attribute flags

can be accessed using the following macros:

●   

msqlFieldSeek()

void msqlFieldSeek ( result , pos )

m_result * result ;

int pos ;

The result structure includes a "cursor" for the field data. It's

position can be moved using the

msqlFieldSeek() function. See msqlDataSeek() for further details.

❍   

 

msqlNumFields()

int msqlNumFields ( result )❍   

●   



m_result * result ;

The number of fields returned by a query can be ascertained by calling

msqlNumFields() and passing it the result handle. The value returned

by msqlNumFields() indicates the number of elements in the data

vector returned by msqlFetchRow(). It is wise to check the number of fields

returned before, as with all arrays, accessing an element that is

beyond the end of the data vector can result in a segmentation fault.

 

msqlClose()

int msqlClose ( sock )

int sock ;

The connection to the mSQL engine can be closed using msqlClose().

The function must be called with the connection socket returned by

msqlConnect() when the initial connection was made.

❍   

Schema Related Functions

msqlListDBs()

m_result * msqlListDBs ( sock )

int sock ;

A list of the databases known to the mSQL engine can be obtained via

the msqlListDBs() function. A result handle is returned to the calling

program that can be used to access the actual database names. The

individual names are accessed by calling msqlFetchRow() passing it the result

handle. The m_row data structure returned by each call will contain one

field being the name of one of the available databases. As with all

functions that return a result handle, the data associated with the result

must be freed when it is no longer required using msqlFreeResult().

❍   

●   



msqlListTables()

m_result * msqlListTables ( sock )

int sock ;

Once a database has been selected using msqlInitDB(), a list of the

tables defined in that database can be retrieved using

msqlListTables(). As with msqlListDBs(), a result handle is

returned to the calling program and the names of the tables are

contained in data rows where element [0] of the row is the name of

one table in the current database. The result handle must be freed

when it is no longer needed by calling msqlFreeResult().

❍   

msqlListFields()

m_result * msqlListFields ( sock , tableName ) ;

int sock ;

char * tableName;

Information about the fields in a particular table can be obtained

using msqlListFields(). The function is called with the name of a

table in the current database as selected using msqlSelectDB()

and a result handle is returned to the caller. Unlike msqlListDBs()

and msqlListTables(), the field information is contained in field

structures rather than data rows. It is accessed using msqlFetchField().

The result handle must be freed when it is no longer needed by

calling msqlFreeResult().

❍   

msqlListIndex()

m_result * msqlListIndex ( sock , tableName , index ) ;

int sock ;

char * tableName;

char * index;

The structure of a table index can be obtained from the server using the

msqlListIndex() function. The result table returned contains one field.

❍   



The first row of the result contains the symbolic name of the index

mechanism used to store the index. Rows 2 and onwards contain the name

of the fields that comprise the index. For example, if a compund index was

defined as an AVL Tree index and was

based on the values of the fields first_name and

last_name, then the result table would look like

row[0]

avl

first_name

last_name

Currently the only valid index type is 'avl' signifying a
memory mapped AVL tree.

 

●   

Mini SQL 2.0 (Beta) Standard Programs and Utilities

The monitor - msql

Usage msql [-h host] [-f confFile] database

Options -h Specify a remote hostname or IP address on which the mSQL server is running. The default
is to connect to a server on the localhost using a UNIX domain socket rather than TCP/IP
(which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the
standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

Description The mSQL monitor is an interactive interface to the mSQL server. It allows
you to submit SQL commands directly to the server. Any valid mSQL syntax
can be entered at the prompt provided by the mSQL monitor.

Control of the monitor itself is provided by 4 internal commands. Each
command is comprised of a backslash followed by a single character.
The available command are

●   
 

\q Quit

 
\g Go (Send the query to the server)

\e Edit (Edit the previous query)

\p Print (Print the query buffer)



Schema viewer - relshow

Usage relshow [-h host] [-f confFile] [database [rel [idx] ] ]

Options -h Specify a remore hostname or IP address on which the mSQL server is running. The
default is to connect to a server on the localhost using a UNIX domain socket rather than
TCP/IP (which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the the
standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

Description Relshow is used to display the structure of the contents of mSQL databases. If no arguments
are given, relshow will list the names of the databases currently defined. If a database name is
given it will list the tables defined in that database. If a table name is also given then it will
display the structure of the table (i.e. field names, types, lengths etc).

If an index name is provided along with the database and table names, relshow will
display the structure of the specified index including the type of index and the fields
that comprise the index.

●   

Admin program - msqladmin

Usage msqladmin [-h host] [-f confFile] [-q] Command

Options -h Specify a remore hostname or IP address on which the mSQL server is running. The
default is to connect to a server on the localhost using a UNIX domain socket rather
than TCP/IP (which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the
the standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

-q Put msqladmin into quiet mode. If this flag is specified, msqladmin will not prompt
the user to verify dangerous actions (such as dropping a database).

Description msqladmin is used to perform administrative operations on an mSQL database server. Such
tasks include the creation of databases, performing server shutdowns etc. The available
commands for msqladmin are

create
db_name Creates a new database called db_name

drop
db_name

Removes the database called db_name from the server. This will also delete all
data contained in the database!

shutdown Terminates the mSQL server.

reload Forces the server to reload ACL information.

version Displays version and configuration information about the currently running server.

stats Displays server statistics.

Note : most administrative functions can only be executed by the user specified in the
run-time configuration as the admin user. They can also only be executed from the host
on which the server process is running (e.g. you cannot shutdown a remote server
process).

●   



Data dumper - msqldump

Usage msqldump [-h host] [-f confFile] [-c] [-v] database [table]

Options -h Specify a remore hostname or IP address on which the mSQL server is running. The
default is to connect to a server on the localhost using a UNIX domain socket rather than
TCP/IP (which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the the
standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

-c Include column names in INSERT commands generated by the dump.

-v Run in verbose mode. This will display details such as connection results etc.

Description msqldump produces an ASCII text file containing valid SQL commands that will recreate the
table or database dumped when piped through the mSQL monitor program. The output will
include all CREATE TABLE commands required to recreate the table structures, CREATE
INDEX commands to recreate the indices, and INSERT commands to populate the tables with
the data currently contained in the tables.

Note : msqldump does not recreate sequences at this time.●   

Data exporter - msqlexport

Usage msqlexport [-h host] [-f conf] [-v] [-s Char] [-q Char] [-e Char] database table

Options -h Specify a remore hostname or IP address on which the mSQL server is running. The
default is to connect to a server on the localhost using a UNIX domain socket rather than
TCP/IP (which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the the
standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

-v Verbose mode

-s Use the character Char as the separation character. The default is a comma.

-q Quote each value with the specified character

-e Use the specifed Char as the escape character. The default is \

Description msqlexport produces an ASCII export of the data from the specified table. The output
produced can be used as input to other programs such as spreadsheets. It has been designed to
be as flexible as possible allowing the user to specify the character to use to separate the fields,
the character to use to escape the separator character if it appears in the data, and whether the
data should be quoted and if so what character to use as the quote character.

The output is sent to stdout with one data row per line.●   

Data importer - msqlimport

Usage msqlimport [-h host] [-f conf] [-v] [-s Char] [-e Char] [-c col,col...] database table



Options -h Specify a remore hostname or IP address on which the mSQL server is running. The
default is to connect to a server on the localhost using a UNIX domain socket rather than
TCP/IP (which gives better performance)

-f Specify a non-default configuration file to be loaded. The default action is to load the the
standard configuration file located in INST_DIR/msql.conf (usually
/usr/local/Hughes/msql.conf)

-v Verbose mode

-s Use the character Char as the separation character. The default is a comma.

-e Use the specifed Char as the escape character. The default is \

-c A comma separated list of column names into which the data will be inserted.
Note : there can be no spaces in the list.

Description msqlimport loads a flat ASCII data file into an mSQL database table. The file can be formatted
using any character as the column separator. When passed through msqlimport, each line of the
txt file will be loaded as a row in the database table. The separation character as specified by
the -s flag, will be used to split the line of text into columns. If the data uses a specific
character to escape any occurence of the separation character in the data, the escape character
can be specified with the -e flag and will be removed from the data before it is inserted.

Mini SQL 2.0 (Beta) Run Time Configuration

Introduction

mSQL 1.x offered several configuration options, including such details as the user the server
should run as, the location of the TCP and UNIX sockets for client/server communications, the
location of the database files etc. The problem with configuring mSQL 1.x was that all these
details were hard-coded into the software at compile time. Once the software was compiled
and installed you couldn't easily change those settings.

To overcome this problem, mSQL 2.0 utilises an external run-time configuration file for
definition of all these values. The file is called msql.conf and is located in the installation
directory (usually /usr/local/Hughes). An application can choose to use a different
configuration file by calling the new msqlLoadConfigFile( ) API function. All standard mSQL
applications and utilities provide a command line flag, -f ConfFile , that allows you to specify
a non-standard configuration file. When an application first calls the mSQL API library, a
check is made to see if a configuration file has been loaded via a call to the
msqlLoadConfigFile( ) function. If no such call has been made, the API library loads the
default config file. Any values that are specified in that file will over-ride the normal operating
paramaters used by mSQL.

Structure of the config file

The configuration file is a plain text file organised into sections. The file can contain blank
lines and comments. A comment is a line that begins with the '#' character. Each section of the
configuration file has a section header, which is written as the section name enclosed in square
brackets (for example [ general ]). Currently the only section defined is the general section
although further sections covering security and access control will be added later.

Configuration values within a section are presented using the config parameter name followed



by and equals sign and then the new value. There can only be one entry per line and if an entry
is defined multiple times in the one config file the last value defined will be used. If a
parameter is not defined in the config file then an internal default value will be used at
run-time.

Elements of the General section

The following configuration parameters are available in the general section of the config file.
Please note that %I may be used in configuration entries to signify the mSQL installation
directory (e.g. /usr/local/Hughes).

Parameter Default Value Definition

Inst_Dir /usr/local/Hughes The full path to the installation directory. This is the
directory in which all the mSQL files are located
(such as the program files, the database files etc).

mSQL_User msql The user that the mSQL server should run as. If the
server is started by a user other than this user (e.g. it is
started as root from a boot script) it will change UID
so that it runs as the specified user.

Admin_User root The user that is allowed to perform privileged
operations such as server shutdown, cration of
databases etc.

Pid_File %I/msql2.pid The full path of a file in which the PID of the running
mSQL server process will be stored.

TCP_Port 1114 The TCP port number on which the mSQL server will
accept client/server connections over a TCP/IP
network. If this value is modified it must be modified
on the machine running the client software also.

UNIX_Port %I/msql2.sock The full path name of the UNIX domain socket
created by the mSQL server for connections from
client applications running on the same machine.

Example configuration file

Below is a sample configuration file. This file does not achieve anything as it just sets the
parameters to their default values.



#

# msql.conf  -  Configuration file for Mini SQL Version 2

#

#--------------------------------------------------------------

#

# This file is an example configuration and may require 

# modification to suit your needs or your site.  The values 

# given are the default values and will be used by the 

# software if either this file is missing or a specific value 

# is not specified.

#

#--------------------------------------------------------------

[general]

Inst_Dir = /usr/local/Hughes

mSQL_User = msql

Admin_User = root

Pid_File = %I/msql2.pid

TCP_Port = 1114

UNIX_Port = %I/msql2.sock
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